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Package Contents


Functions



	seed([seed])

	Set random seed







	
seed(seed=42)

	Set random seed


	Parameters:

	seed (int [https://docs.python.org/3/library/functions.html#int], optional) – Random seed, by default 42.
Set to None for non-deterministic behavior.
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Module Contents


Functions



	dependency_aware_mutual_info_bundle(z, a[, reg_dim, ...])

	Calculate Mutual Information Gap (MIG), Dependency-Aware Mutual Information Gap (DMIG), Dependency-Blind Mutual Information Gap (XMIG), and Dependency-Aware Latent Information Gap (DLIG) between latent vectors (z) and attributes (a).







	
dependency_aware_mutual_info_bundle(z, a, reg_dim=None, discrete=False)

	Calculate Mutual Information Gap (MIG), Dependency-Aware Mutual Information Gap (DMIG), Dependency-Blind Mutual Information Gap (XMIG), and Dependency-Aware Latent Information Gap (DLIG) between latent vectors (z) and attributes (a).


	Parameters:

	
	z (np.ndarray, (n_samples, n_features)) – a batch of latent vectors


	a (np.ndarray, (n_samples, n_attributes) or (n_samples,)) – a batch of attribute(s)


	reg_dim (Optional[List], optional) – regularized dimensions, by default None
Attribute a[:, i] is regularized by z[:, reg_dim[i]]. If None, a[:, i] is assumed to be regularized by z[:, i]. Note that this is the reg_dim behavior of the dependency-aware family but is different from the default reg_dim behavior of the conventional MIG.


	discrete (bool [https://docs.python.org/3/library/functions.html#bool], optional) – Whether the attributes are discrete, by default False






	Returns:

	A dictionary of mutual information metrics with keys [‘MIG’, ‘DMIG’, ‘XMIG’, ‘DLIG’] each mapping to a corresponding metric np.ndarray of shape (n_attributes,).



	Return type:

	Dict[str [https://docs.python.org/3/library/stdtypes.html#str], np.ndarray]






See also


	disentanglement.mig
	Mutual Information Gap



	disentanglement.dmig
	Dependency-Aware Mutual Information Gap



	disentanglement.xmig
	Dependency-Blind Mutual Information Gap



	disentanglement.dlig
	Dependency-Aware Latent Information Gap
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Module Contents


Functions



	liad_interpolatability_bundle(z, a[, reg_dim, ...])

	Calculate latent smoothness and monotonicity.







	
liad_interpolatability_bundle(z, a, reg_dim=None, liad_mode='forward', max_mode='lehmer', ptp_mode='naive', reduce_mode='attribute', liad_thresh=0.001, degenerate_val=np.nan, nanmean=True, clamp=False, p=2.0)

	Calculate latent smoothness and monotonicity.


	Parameters:

	
	z (np.ndarray, (n_samples, n_interp) or (n_samples, n_features or n_attributes, n_interp)) – a batch of latent vectors


	a (np.ndarray, (n_samples, n_interp) or (n_samples, n_attributes, n_interp)) – a batch of attribute(s)


	reg_dim (Optional[List], optional) – regularized dimensions, by default None
Attribute a[:, i] is regularized by z[:, reg_dim[i]]. If None, a[:, i] is assumed to be regularized by z[:, i].


	liad_mode (str [https://docs.python.org/3/library/stdtypes.html#str], optional) – options for calculating LIAD, by default “forward”. Only “forward” is currently supported.


	max_mode (str [https://docs.python.org/3/library/stdtypes.html#str], optional) – options for calculating array maximum of 2nd order LIAD, by default “lehmer”. Must be one of {“lehmer”, “naive”}. If “lehmer”, the maximum is calculated using the Lehmer mean with power p. If “naive”, the maximum is calculated using the naive array maximum. Only affects smoothness.


	ptp_mode (str [https://docs.python.org/3/library/stdtypes.html#str], optional) – options for calculating range of 1st order LIAD for normalization, by default “naive”. Must be either “naive” or a float value in (0.0, 1.0]. If “naive”, the range is calculated using the naive peak-to-peak range. If float, the range is taken to be the range between quantile 0.5-0.5*ptp_mode and quantile 0.5+0.5*ptp_mode. Only affects smoothness.


	reduce_mode (str [https://docs.python.org/3/library/stdtypes.html#str], optional) – options for reduction of the return array, by default “attribute”. Must be one of {“attribute”, “samples”, “all”, “none”}. If “all”, returns a scalar. If “attribute”, an average is taken along the sample axis and the return array is of shape (n_attributes,). If “samples”, an average is taken along the attribute axis and the return array is of shape (n_samples,). If “none”, returns a smoothness matrix of shape (n_samples, n_attributes,).


	liad_thresh (float [https://docs.python.org/3/library/functions.html#float], optional) – threshold for ignoring noisy 1st order LIAD, by default 1e-3. Only affects monotonicity.


	degenerate_val (float [https://docs.python.org/3/library/functions.html#float], optional) – fill value for samples with all noisy LIAD (i.e., absolute value below liad_thresh), by default np.nan. Another possible option is to set this to 0.0. Only affects monotonicity.


	nanmean (bool [https://docs.python.org/3/library/functions.html#bool], optional) – whether to ignore the NaN values in calculating the return array, by default True. Ignored if reduce_mode is “none”. If all LIAD in an axis are NaNs, the return array in that axis is filled with NaNs. Only affects monotonicity.


	clamp (bool [https://docs.python.org/3/library/functions.html#bool], optional) – Whether to clamp smoothness to [0, 1], by default False. Only affects smoothness.


	p (float [https://docs.python.org/3/library/functions.html#float], optional) – Lehmer mean power, by default 2.0 (i.e., contraharmonic mean). Only used if max_mode == “lehmer”. Must be greater than 1.0. Only affects smoothness.






	Returns:

	A dictionary of LIAD-based interpolatability metrics with keys [‘smoothness’, ‘monotonicity’] each mapping to a corresponding metric np.ndarray. See reduce_mode for details on the shape of the return arrays.



	Return type:

	Dict[str [https://docs.python.org/3/library/stdtypes.html#str], np.ndarray]






See also


	interpolatability.smoothness.smoothness
	Smoothness



	interpolatability.monotonicity.monotonicity
	Monotonicity







References
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Module Contents


Functions



	modularity(z, a[, reg_dim, discrete, thresh])

	Calculate Modularity between latent vectors and attributes







	
modularity(z, a, reg_dim=None, discrete=False, thresh=1e-12)

	Calculate Modularity between latent vectors and attributes

Modularity is a letent-centric measure of disentanglement based on mutual information. Modularity measures the degree in which a latent dimension contains information about only one attribute, and is given by


\[\operatorname{Modularity}(\{a_i\}, z_d) = 1-\dfrac{\sum_{i≠j}(\mathcal{I}(a_i, z_d)/\mathcal{I}(a_j, z_d))^2}{|{a_i}| -1},\]

where \(j=\operatorname{arg}\max_i \mathcal{I}(a_i, z_d)\), and \(\mathcal{I}(\cdot,\cdot)\) is mutual information.

reg_dim is currently ignored in Modularity.


	Parameters:

	
	z (np.ndarray, (n_samples, n_features)) – a batch of latent vectors


	a (np.ndarray, (n_samples, n_attributes) or (n_samples,)) – a batch of attribute(s)


	reg_dim (Optional[List], optional) – regularized dimensions, by default None.
Attribute a[:, i] is regularized by z[:, reg_dim[i]]. If None, a[:, i] is assumed to be regularized by z[:, i].


	discrete (bool [https://docs.python.org/3/library/functions.html#bool], optional) – Whether the attributes are discrete, by default False


	thresh (float [https://docs.python.org/3/library/functions.html#float], optional) – threshold for mutual information, by default 1e-12. Latent-attribute pair with variance below thresh will have modularity contribution zeroed.






	Returns:

	Modularity for each latent vector dimension



	Return type:

	np.ndarray, (n_features,)
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	Ridgeway and M. C. Mozer, “Learning deep disentangled embeddings with the F-statistic loss,” in Proceedings of the 32nd International Conference on Neural Information Processing Systems, 2018, pp. 185–194.
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Module Contents


Functions



	mig(z, a[, reg_dim, discrete, fill_reg_dim])

	Calculate Mutual Information Gap (MIG) between latent vectors and attributes.



	dmig(z, a[, reg_dim, discrete])

	Calculate Dependency-Aware Mutual Information Gap (DMIG) between latent vectors and attributes



	dlig(z, a[, reg_dim, discrete])

	Calculate Dependency-Aware Latent Information Gap (DLIG) between latent vectors and attributes



	xmig(z, a[, reg_dim, discrete])

	Calculate Dependency-Blind Mutual Information Gap (XMIG) between latent vectors and attributes







	
mig(z, a, reg_dim=None, discrete=False, fill_reg_dim=False)

	Calculate Mutual Information Gap (MIG) between latent vectors and attributes.

Mutual Information Gap measures the degree of disentanglement. For each attribute, MIG is calculated by difference in the mutual informations between that of the attribute and its most informative latent dimension, and that of the attribute and its second-most informative latent dimension. Mathematically, MIG is given by


\[\operatorname{MIG}(a_i, \mathbf{z}) = \dfrac{\mathcal{I}(a_i, z_j)-\mathcal{I}(a_i, z_k)}{\mathcal{H}(a_i)},\]

where \(j=\operatorname{arg}\max_n \mathcal{I}(a_i, z_n)\), \(k=\operatorname{arg}\max_{n≠j} \mathcal{I}(a_i, z_n)\), \(\mathcal{I}(\cdot,\cdot)\) is mutual information, and \(\mathcal{H}(\cdot)\) is entropy.

If reg_dim is specified, \(j\) is instead overwritten to reg_dim[i], while \(k=\operatorname{arg}\max_{n≠j} \mathcal{I}(a_i, z_n)\) as usual.

MIG is best applied for independent attributes.


	Parameters:

	
	z (np.ndarray, (n_samples, n_features)) – a batch of latent vectors


	a (np.ndarray, (n_samples, n_attributes) or (n_samples,)) – a batch of attribute(s)


	reg_dim (Optional[List], optional) – regularized dimensions, by default None
Attribute a[:, i] is regularized by z[:, reg_dim[i]]. If reg_dim is provided, the first mutual information is always taken between the regularized dimension and the attribute, and MIG may be negative.


	discrete (bool [https://docs.python.org/3/library/functions.html#bool], optional) – Whether the attributes are discrete, by default False


	fill_reg_dim (bool [https://docs.python.org/3/library/functions.html#bool], optional) – Whether to automatically fill reg_dim with range(n_attributes), by default False. If fill_reg_dim is True, the reg_dim behavior is the same as the dependency-aware family. This option is mainly used for compatibility with the dependency-aware family in a bundle.






	Returns:

	MIG for each attribute



	Return type:

	np.ndarray, (n_attributes,)






See also


	dmig
	Dependency-Aware Mutual Information Gap



	xmig
	Dependency-Blind Mutual Information Gap



	dlig
	Dependency-Aware Latent Information Gap
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dmig(z, a, reg_dim=None, discrete=False)

	Calculate Dependency-Aware Mutual Information Gap (DMIG) between latent vectors and attributes

Dependency-Aware Mutual Information Gap (DMIG) is a dependency-aware version of MIG that accounts for attribute interdependence observed in real-world data. Mathematically, DMIG is given by


\[\operatorname{DMIG}(a_i, \mathbf{z}) = \dfrac{\mathcal{I}(a_i, z_j)-\mathcal{I}(a_i, z_k)}{\mathcal{H}(a_i|a_l)},\]

where \(j=\operatorname{arg}\max_n \mathcal{I}(a_i, z_n)\), \(k=\operatorname{arg}\max_{n≠j} \mathcal{I}(a_i, z_n)\), \(\mathcal{I}(\cdot,\cdot)\) is mutual information, \(\mathcal{H}(\cdot|\cdot)\) is conditional entropy, and \(a_l\) is the attribute regularized by \(z_k\). If \(z_k\) is not regularizing any attribute, DMIG reduces to the usual MIG. DMIG compensates for the reduced maximum possible value of the numerator due to attribute interdependence.

If reg_dim is specified, \(j\) is instead overwritten to reg_dim[i], while \(k=\operatorname{arg}\max_{n≠j} \mathcal{I}(a_i, z_n)\) as usual.


	Parameters:

	
	z (np.ndarray, (n_samples, n_features)) – a batch of latent vectors


	a (np.ndarray, (n_samples, n_attributes) or (n_samples,)) – a batch of attribute(s)


	reg_dim (Optional[List], optional) – regularized dimensions, by default None
Attribute a[:, i] is regularized by z[:, reg_dim[i]]. If None, a[:, i] is assumed to be regularized by z[:, i].


	discrete (bool [https://docs.python.org/3/library/functions.html#bool], optional) – Whether the attributes are discrete, by default False






	Returns:

	DMIG for each attribute



	Return type:

	np.ndarray, (n_attributes,)






See also


	mig
	Mutual Information Gap



	xmig
	Dependency-Blind Mutual Information Gap



	dlig
	Dependency-Aware Latent Information Gap







References
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dlig(z, a, reg_dim=None, discrete=False)

	Calculate Dependency-Aware Latent Information Gap (DLIG) between latent vectors and attributes

Dependency-aware Latent Information Gap (DLIG) is a latent-centric counterpart to DMIG. DLIG evaluates disentanglement of a set of semantic attributes \(\{a_i\}\) with respect to a latent dimension \(z_d\) such that


\[\operatorname{DLIG}(\{a_i\}, z_d) = \dfrac{\mathcal{I}(a_j, z_d)-\mathcal{I}(a_k, z_d)}{\mathcal{H}(a_j|a_k)},\]

where \(j=\operatorname{arg}\max_i \mathcal{I}(a_i, z_d)\), \(k=\operatorname{arg}\max_{i≠j} \mathcal{I}(a_i, z_d)\), \(\mathcal{I}(\cdot,\cdot)\) is mutual information, and \(\mathcal{H}(\cdot|\cdot)\) is conditional entropy.

If reg_dim is specified, \(j\) is instead overwritten to reg_dim[i], while \(k=\operatorname{arg}\max_{i≠j} \mathcal{I}(a_i, z_d)\) as usual.


	Parameters:

	
	z (np.ndarray, (n_samples, n_features)) – a batch of latent vectors


	a (np.ndarray, (n_samples, n_attributes)) – a batch of at least two attributes


	reg_dim (Optional[List], optional) – regularized dimensions, by default None
Attribute a[:, i] is regularized by z[:, reg_dim[i]]. If None, a[:, i] is assumed to be regularized by z[:, i].


	discrete (bool [https://docs.python.org/3/library/functions.html#bool], optional) – Whether the attributes are discrete, by default False






	Returns:

	DLIG for each attribute-regularizing latent dimension



	Return type:

	np.ndarray, (n_attributes,)






See also


	mig
	Mutual Information Gap



	dmig
	Dependency-Aware Mutual Information Gap



	xmig
	Dependency-Blind Mutual Information Gap



	modularity.modularity
	Modularity
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xmig(z, a, reg_dim=None, discrete=False)

	Calculate Dependency-Blind Mutual Information Gap (XMIG) between latent vectors and attributes

Dependency-blind Mutual Information Gap (XMIG) is a complementary metric to MIG and DMIG that measures the gap in mutual information with the subtrahend restricted to dimensions which do not regularize any attribute. XMIG is given by


\[\operatorname{XMIG}(a_i, \mathbf{z}) = \dfrac{\mathcal{I}(a_i, z_j)-\mathcal{I}(a_i, z_k)}{\mathcal{H}(a_i)},\]

where \(j=\operatorname{arg}\max_d \mathcal{I}(a_i, z_d)\), \(k=\operatorname{arg}\max_{d∉\mathcal{D}} \mathcal{I}(a_i, z_d)\), \(\mathcal{I}(\cdot,\cdot)\) is mutual information, \(\mathcal{H}(\cdot)\) is entropy, and \(\mathcal{D}\) is a set of latent indices which do not regularize any attribute. XMIG allows monitoring of latent disentanglement exclusively against attribute-unregularized latent dimensions.

If reg_dim is specified, \(j\) is instead overwritten to reg_dim[i], while \(k=\operatorname{arg}\max_{d∉\mathcal{D}} \mathcal{I}(a_i, z_d)\) as usual.


	Parameters:

	
	z (np.ndarray, (n_samples, n_features)) – a batch of latent vectors


	a (np.ndarray, (n_samples, n_attributes) or (n_samples,)) – a batch of attribute(s)


	reg_dim (Optional[List], optional) – regularized dimensions, by default None
Attribute a[:, i] is regularized by z[:, reg_dim[i]]. If None, a[:, i] is assumed to be regularized by z[:, i].


	discrete (bool [https://docs.python.org/3/library/functions.html#bool], optional) – Whether the attributes are discrete, by default False






	Returns:

	XMIG for each attribute



	Return type:

	np.ndarray, (n_attributes,)






See also


	mig
	Mutual Information Gap



	dmig
	Dependency-Aware Mutual Information Gap



	dlig
	Dependency-Aware Latent Information Gap
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latte.functional.disentanglement.sap


Module Contents


Functions



	sap(z, a[, reg_dim, discrete, l2_reg, thresh])

	Calculate Separate Attribute Predictability (SAP) between latent vectors and attributes







	
sap(z, a, reg_dim=None, discrete=False, l2_reg=1.0, thresh=1e-12)

	Calculate Separate Attribute Predictability (SAP) between latent vectors and attributes

Separate Attribute Predictability (SAP) is similar in nature to MIG but, instead of mutual information, uses the coefficient of determination for continuous attributes and classification accuracy for discrete attributes to measure the extent of relationship between a latent dimension and an attribute. SAP is given by


\[\operatorname{SAP}(a_i, \mathbf{z}) = \mathcal{S}(a_i, z_j)-\mathcal{S}(a_i, z_k),\]

where \(j=\operatorname{arg}\max_d \mathcal{S}(a_i, z_d)\), \(k=\operatorname{arg}\max_{d≠j} \mathcal{S}(a_i, z_d)\), and \(\mathcal{S}(\cdot,\cdot)\) is either the coefficient of determination or classification accuracy.

If reg_dim is specified, \(j\) is instead overwritten to reg_dim[i], while \(k=\operatorname{arg}\max_{d≠j} \mathcal{S}(a_i, z_d)\) as usual.


	Parameters:

	
	z (np.ndarray, (n_samples, n_features)) – a batch of latent vectors


	a (np.ndarray, (n_samples, n_attributes) or (n_samples,)) – a batch of attribute(s)


	reg_dim (Optional[List], optional) – regularized dimensions, by default None
Attribute a[:, i] is regularized by z[:, reg_dim[i]]. If None, a[:, i] is assumed to be regularized by z[:, i].


	discrete (bool [https://docs.python.org/3/library/functions.html#bool], optional) – Whether the attributes are discrete, by default False


	l2_reg (float [https://docs.python.org/3/library/functions.html#float], optional) – regularization parameter for linear classifier, by default 1.0. Ignored if discrete is False. See sklearn.svm.LinearSVC for more details.


	thresh (float [https://docs.python.org/3/library/functions.html#float], optional) – threshold for latent vector variance, by default 1e-12. Latent dimensions with variance below thresh will have SAP contribution zeroed. Ignored if discrete is True.






	Returns:

	SAP for each attribute



	Return type:

	np.ndarray, (n_attributes,)






See also


	sklearn.svm.LinearSVC [https://scikit-learn.org/stable/modules/generated/sklearn.svm.LinearSVC.html#sklearn.svm.LinearSVC]
	Linear SVC
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latte.functional.interpolatability.monotonicity


Module Contents


Functions



	monotonicity(z, a[, reg_dim, liad_mode, reduce_mode, ...])

	Calculate latent monotonicity.







	
monotonicity(z, a, reg_dim=None, liad_mode='forward', reduce_mode='attribute', liad_thresh=0.001, degenerate_val=np.nan, nanmean=True)

	Calculate latent monotonicity.

Monotonicity is a measure of how monotonic an attribute changes with respect to a change in the regularizing dimension. Monotonicity of a latent vector \(\mathbf{z}\) is given by


\[\operatorname{Monotonicity}_{i,d}(\mathbf{z};\delta,\epsilon) = \dfrac{\sum_{k\in\mathfrak{K}}I_k\cdot \operatorname{sgn}(\mathcal{D}_{i,d}(\mathbf{z}+k\delta\mathbf{e}_d;\delta))}{\sum_{k\in\mathfrak{K}}I_k},\]

where \(\mathcal{D}_{i,d}(z; \delta)\) is the first-order latent-induced attribute difference (LIAD) as defined below, \(I_k = \mathbb{I}[|\mathcal{D}_{i,d}(\mathbf{z}+k\delta\mathbf{e}_d;\delta)| > \epsilon] \in \{0,1\}\), \(\mathbb{I}[\cdot]\) is the Iverson bracket operator, \(\epsilon > 0\) is a noise threshold for ignoring near-zero attribute changes, and \(\mathfrak{K}\) is the set of interpolating points (controlled by z) used during evaluation.

The first-order LIAD is defined by


\[\mathcal{D}_{i, d}(\mathbf{z}; \delta) = \dfrac{\mathcal{A}_i(\mathbf{z}+\delta \mathbf{e}_d) - \mathcal{A}_i(\mathbf{z})}{\delta}\]

where \(\mathcal{A}_i(\cdot)\) is the measurement of attribute \(a_i\) from a sample generated from its latent vector argument, \(d\) is the latent dimension regularizing \(a_i\), \(\delta>0\) is the latent step size.


	Parameters:

	
	z (np.ndarray, (n_samples, n_interp) or (n_samples, n_features or n_attributes, n_interp)) – a batch of latent vectors


	a (np.ndarray, (n_samples, n_interp) or (n_samples, n_attributes, n_interp)) – a batch of attribute(s)


	reg_dim (Optional[List], optional) – regularized dimensions, by default None
Attribute a[:, i] is regularized by z[:, reg_dim[i]]. If None, a[:, i] is assumed to be regularized by z[:, i].


	liad_mode (str [https://docs.python.org/3/library/stdtypes.html#str], optional) – options for calculating LIAD, by default “forward”. Only “forward” is currently supported.


	reduce_mode (str [https://docs.python.org/3/library/stdtypes.html#str], optional) – options for reduction of the return array, by default “attribute”. Must be one of {“attribute”, “samples”, “all”, “none”}. If “all”, returns a scalar. If “attribute”, an average is taken along the sample axis and the return array is of shape (n_attributes,). If “samples”, an average is taken along the attribute axis and the return array is of shape (n_samples,). If “none”, returns a smoothness matrix of shape (n_samples, n_attributes,).


	liad_thresh (float [https://docs.python.org/3/library/functions.html#float], optional) – threshold for ignoring noisy 1st order LIAD, by default 1e-3


	degenerate_val (float [https://docs.python.org/3/library/functions.html#float], optional) – fill value for samples with all noisy LIAD (i.e., absolute value below liad_thresh), by default np.nan. Another possible option is to set this to 0.0.


	nanmean (bool [https://docs.python.org/3/library/functions.html#bool], optional) – whether to ignore the NaN values in calculating the return array, by default True. Ignored if reduce_mode is “none”. If all LIAD in an axis are NaNs, the return array in that axis is filled with NaNs.






	Returns:

	monotonicity array. See reduce mode for return shape.



	Return type:

	np.ndarray
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Module Contents


Functions



	smoothness(z, a[, reg_dim, liad_mode, max_mode, ...])

	Calculate latent smoothness.







	
smoothness(z, a, reg_dim=None, liad_mode='forward', max_mode='lehmer', ptp_mode='naive', reduce_mode='attribute', clamp=False, p=2.0)

	Calculate latent smoothness.

Smoothness is a measure of how smoothly an attribute changes with respect to a change in the regularizing latent dimension. Smoothness of a latent vector \(\mathbf{z}\) is based on the concept of second-order derivative, and is given by


\[\operatorname{Smoothness}_{i,d}(\mathbf{z};\delta) = 1-\dfrac{\mathcal{C}_{k\in\mathfrak{K}}[\mathcal{D}_{i,d}^{(2)}(\mathbf{z} + k\delta\mathbf{e}_d;\delta )]}{\delta^{-1}\mathcal{R}_{k\in\mathfrak{K}}[\mathcal{D}_{i,d}^{(1)}(\mathbf{z} + k\delta\mathbf{e}_d;\delta )]},\]

where \(\mathcal{D}_{i,d}^{(n)}(z; \delta)\) is the \(n\) th order latent-induced attribute difference (LIAD) as defined below, \(\mathbf{e}_d\) is the \(d\) th elementary vector, \(\mathcal{C}_{k\in\mathfrak{K}}[\cdot]\) is the Lehmer mean (with p=2 by default) of its arguments over values of \(k\in\mathfrak{K}\), and \(\mathcal{R}_{k\in\mathfrak{K}}[\cdot]\) is the range of its arguments over values of \(k\in\mathfrak{K}\) (controlled by ptp_mode), and \(\mathfrak{K}\) is the set of interpolating points (controlled by z) used during evaluation.

The first-order LIAD is defined by


\[\mathcal{D}_{i, d}(\mathbf{z}; \delta) = \dfrac{\mathcal{A}_i(\mathbf{z}+\delta \mathbf{e}_d) - \mathcal{A}_i(\mathbf{z})}{\delta}\]

where \(\mathcal{A}_i(\cdot)\) is the measurement of attribute \(a_i\) from a sample generated from its latent vector argument, \(d\) is the latent dimension regularizing \(a_i\), \(\delta>0\) is the latent step size.

Higher-order LIADs are defined by


\[\mathcal{D}^{(n)}_{i, d}(\mathbf{z}; \delta) =\dfrac{{\mathcal{D}^{(n-1)}_i(\mathbf{z}+\delta \mathbf{e}_d) - \mathcal{D}^{(n-1)}_i(\mathbf{z})}}{\delta}.\]


	Parameters:

	
	z (np.ndarray, (n_samples, n_interp) or (n_samples, n_features or n_attributes, n_interp)) – a batch of latent vectors


	a (np.ndarray, (n_samples, n_interp) or (n_samples, n_attributes, n_interp)) – a batch of attribute(s)


	reg_dim (Optional[List], optional) – regularized dimensions, by default None
Attribute a[:, i] is regularized by z[:, reg_dim[i]]. If None, a[:, i] is assumed to be regularized by z[:, i].


	liad_mode (str [https://docs.python.org/3/library/stdtypes.html#str], optional) – options for calculating LIAD, by default “forward”. Only “forward” is currently supported.


	max_mode (str [https://docs.python.org/3/library/stdtypes.html#str], optional) – options for calculating array maximum of 2nd order LIAD, by default “lehmer”. Must be one of {“lehmer”, “naive”}. If “lehmer”, the maximum is calculated using the Lehmer mean with power p. If “naive”, the maximum is calculated using the naive array maximum.


	ptp_mode (str [https://docs.python.org/3/library/stdtypes.html#str], optional) – options for calculating range of 1st order LIAD for normalization, by default “naive”. Must be either “naive” or a float value in (0.0, 1.0]. If “naive”, the range is calculated using the naive peak-to-peak range. If float, the range is taken to be the range between quantile 0.5-0.5*ptp_mode and quantile 0.5+0.5*ptp_mode.


	reduce_mode (str [https://docs.python.org/3/library/stdtypes.html#str], optional) – options for reduction of the return array, by default “attribute”. Must be one of {“attribute”, “samples”, “all”, “none”}. If “all”, returns a scalar. If “attribute”, an average is taken along the sample axis and the return array is of shape (n_attributes,). If “samples”, an average is taken along the attribute axis and the return array is of shape (n_samples,). If “none”, returns a smoothness matrix of shape (n_samples, n_attributes,).


	clamp (bool [https://docs.python.org/3/library/functions.html#bool], optional) – Whether to clamp smoothness to [0, 1], by default False


	p (float [https://docs.python.org/3/library/functions.html#float], optional) – Lehmer mean power, by default 2.0 (i.e., contraharmonic mean). Only used if max_mode == “lehmer”. Must be greater than 1.0.






	Returns:

	smoothness array. See reduce mode for return shape.



	Return type:

	np.ndarray
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Module Contents


Classes



	LatteMetric

	Base class for Latte metric objects.



	MetricBundle

	Base class for metric bundles



	OptimizedMetricBundle

	Just a type alias for metric bundles with optimized implementation. These bundles are in fact LatteMetric objects, but they are functionally more similar to MetricBundle objects.








Attributes



	BaseMetricBundle

	A 'fake' super class of MetricBundle and OptimizedMetricBundle. This is used to make the type checker happy.







	
class LatteMetric

	Bases: abc.ABC [https://docs.python.org/3/library/abc.html#abc.ABC]

Base class for Latte metric objects.

Adapted from TorchMetrics implementation.


	
add_state(name, default)

	Create a state variable for the metric.


	Parameters:

	
	name (str [https://docs.python.org/3/library/stdtypes.html#str]) – Name of the state


	default (Union[list [https://docs.python.org/3/library/stdtypes.html#list], np.ndarray]) – Default value of the state, can be an array or a (potentially empty) list.













	
abstract update_state()

	Update metric states






	
reset_state()

	Reset the states of the metric to the defaults.






	
abstract compute()

	Compute metric value(s)










	
class MetricBundle(metrics)

	Base class for metric bundles


	Parameters:

	metrics (Union[List[LatteMetric], Dict[str [https://docs.python.org/3/library/stdtypes.html#str], LatteMetric]]) – A list of metrics or a dictionary of metric names mapping to metrics. If a list is provided, the key for each metric in the output will be the name of the metric.






	
update_state(**kwargs)

	Update the internal states of all metric submodules. Currently, all arguments must be passed as a keyword argument to this function to allow correct mapping to respective metric submodules.






	
reset_state()

	Reset the state of all metric submodules.






	
compute()

	Compute the metric values for all metric submodules.


	Returns:

	A dictionary mapping metric names to metric values.



	Return type:

	Dict[str [https://docs.python.org/3/library/stdtypes.html#str], np.ndarray]














	
class OptimizedMetricBundle

	Bases: LatteMetric

Just a type alias for metric bundles with optimized implementation. These bundles are in fact LatteMetric objects, but they are functionally more similar to MetricBundle objects.






	
BaseMetricBundle

	A ‘fake’ super class of MetricBundle and OptimizedMetricBundle. This is used to make the type checker happy.
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latte.metrics.core.bundles


Module Contents


Classes



	DependencyAwareMutualInformationBundle

	Calculate Mutual Information Gap (MIG), Dependency-Aware Mutual Information Gap (DMIG), Dependency-Blind Mutual Information Gap (XMIG), and Dependency-Aware Latent Information Gap (DLIG) between latent vectors (z) and attributes (a).



	LiadInterpolatabilityBundle

	Calculate latent smoothness and monotonicity.







	
class DependencyAwareMutualInformationBundle(reg_dim=None, discrete=False)

	Bases: latte.metrics.base.OptimizedMetricBundle

Calculate Mutual Information Gap (MIG), Dependency-Aware Mutual Information Gap (DMIG), Dependency-Blind Mutual Information Gap (XMIG), and Dependency-Aware Latent Information Gap (DLIG) between latent vectors (z) and attributes (a).


	Parameters:

	
	reg_dim (Optional[List], optional) – regularized dimensions, by default None
Attribute a[:, i] is regularized by z[:, reg_dim[i]]. If None, a[:, i] is assumed to be regularized by z[:, i]. Note that this is the reg_dim behavior of the dependency-aware family but is different from the default reg_dim behavior of the conventional MIG.


	discrete (bool [https://docs.python.org/3/library/functions.html#bool], optional) – Whether the attributes are discrete, by default False
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update_state(z, a)

	Update metric states. This function append the latent vectors and attributes to the internal state lists.


	Parameters:

	
	z (np.ndarray, (n_samples, n_features)) – a batch of latent vectors


	a (np.ndarray, (n_samples, n_attributes) or (n_samples,)) – a batch of attribute(s)













	
compute()

	Compute metric values from the current state. The latent vectors and attributes in the internal states are concatenated along the sample dimension and passed to the metric function to obtain the metric values.


	Returns:

	A dictionary of mutual information metrics with keys [‘MIG’, ‘DMIG’, ‘XMIG’, ‘DLIG’] each mapping to a corresponding metric np.ndarray of shape (n_attributes,).



	Return type:

	Dict[str [https://docs.python.org/3/library/stdtypes.html#str], np.ndarray]














	
class LiadInterpolatabilityBundle(reg_dim=None, liad_mode='forward', max_mode='lehmer', ptp_mode='naive', reduce_mode='attribute', liad_thresh=0.001, degenerate_val=np.nan, nanmean=True, clamp=False, p=2.0)

	Bases: latte.metrics.base.OptimizedMetricBundle

Calculate latent smoothness and monotonicity.


	Parameters:

	
	reg_dim (Optional[List], optional) – regularized dimensions, by default None
Attribute a[:, i] is regularized by z[:, reg_dim[i]]. If None, a[:, i] is assumed to be regularized by z[:, i].


	liad_mode (str [https://docs.python.org/3/library/stdtypes.html#str], optional) – options for calculating LIAD, by default “forward”. Only “forward” is currently supported.


	max_mode (str [https://docs.python.org/3/library/stdtypes.html#str], optional) – options for calculating array maximum of 2nd order LIAD, by default “lehmer”. Must be one of {“lehmer”, “naive”}. If “lehmer”, the maximum is calculated using the Lehmer mean with power p. If “naive”, the maximum is calculated using the naive array maximum. Only affects smoothness.


	ptp_mode (str [https://docs.python.org/3/library/stdtypes.html#str], optional) – options for calculating range of 1st order LIAD for normalization, by default “naive”. Must be either “naive” or a float value in (0.0, 1.0]. If “naive”, the range is calculated using the naive peak-to-peak range. If float, the range is taken to be the range between quantile 0.5-0.5*ptp_mode and quantile 0.5+0.5*ptp_mode. Only affects smoothness.


	reduce_mode (str [https://docs.python.org/3/library/stdtypes.html#str], optional) – options for reduction of the return array, by default “attribute”. Must be one of {“attribute”, “samples”, “all”, “none”}. If “all”, returns a scalar. If “attribute”, an average is taken along the sample axis and the return array is of shape (n_attributes,). If “samples”, an average is taken along the attribute axis and the return array is of shape (n_samples,). If “none”, returns a smoothness matrix of shape (n_samples, n_attributes,).


	liad_thresh (float [https://docs.python.org/3/library/functions.html#float], optional) – threshold for ignoring noisy 1st order LIAD, by default 1e-3. Only affects monotonicity.


	degenerate_val (float [https://docs.python.org/3/library/functions.html#float], optional) – fill value for samples with all noisy LIAD (i.e., absolute value below liad_thresh), by default np.nan. Another possible option is to set this to 0.0. Only affects monotonicity.


	nanmean (bool [https://docs.python.org/3/library/functions.html#bool], optional) – whether to ignore the NaN values in calculating the return array, by default True. Ignored if reduce_mode is “none”. If all LIAD in an axis are NaNs, the return array in that axis is filled with NaNs. Only affects monotonicity.


	clamp (bool [https://docs.python.org/3/library/functions.html#bool], optional) – Whether to clamp smoothness to [0, 1], by default False. Only affects smoothness.


	p (float [https://docs.python.org/3/library/functions.html#float], optional) – Lehmer mean power, by default 2.0 (i.e., contraharmonic mean). Only used if max_mode == “lehmer”. Must be greater than 1.0. Only affects smoothness.








References



[1]

	
	Watcharasupat, “Controllable Music: Supervised Learning of Disentangled Representations for Music Generation”, 2021.













	
update_state(z, a)

	Update metric states. This function append the latent vectors and attributes to the internal state lists.


	Returns:

	
	z (np.ndarray, (n_samples, n_interp) or (n_samples, n_features or n_attributes, n_interp)) – a batch of latent vectors


	a (np.ndarray, (n_samples, n_interp) or (n_samples, n_attributes, n_interp)) – a batch of attribute(s)








	Parameters:

	
	z (numpy.ndarray [https://numpy.org/doc/stable/reference/generated/numpy.ndarray.html#numpy.ndarray]) – 


	a (numpy.ndarray [https://numpy.org/doc/stable/reference/generated/numpy.ndarray.html#numpy.ndarray]) – 













	
compute()

	Compute metric values from the current state. The latent vectors and attributes in the internal states are concatenated along the sample dimension and passed to the metric function to obtain the metric values.


	Returns:

	A dictionary of LIAD-based interpolatability metrics with keys [‘smoothness’, ‘monotonicity’] each mapping to a corresponding metric np.ndarray. See reduce_mode for details on the shape of the return arrays.



	Return type:

	Dict[str [https://docs.python.org/3/library/stdtypes.html#str], np.ndarray]
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Module Contents


Classes



	MutualInformationGap

	Calculate Mutual Information Gap (MIG) between latent vectors and attributes.



	DependencyAwareMutualInformationGap

	Calculate Dependency-Aware Mutual Information Gap (DMIG) between latent vectors and attributes



	DependencyAwareLatentInformationGap

	Calculate Dependency-Aware Latent Information Gap (DLIG) between latent vectors and attributes



	DependencyBlindMutualInformationGap

	Calculate Dependency-Blind Mutual Information Gap (XMIG) between latent vectors and attributes



	SeparateAttributePredictability

	Calculate Separate Attribute Predictability (SAP) between latent vectors and attributes



	Modularity

	Calculate Modularity between latent vectors and attributes








Attributes



	MIG

	alias for MutualInformationGap



	DMIG

	alias for DependencyAwareMutualInformationGap



	DLIG

	alias for DependencyAwareLatentInformationGap



	XMIG

	alias for DependencyBlindMutualInformationGap



	SAP

	alias for SeparateAttributePredictability







	
class MutualInformationGap(reg_dim=None, discrete=False, fill_reg_dim=False)

	Bases: latte.metrics.base.LatteMetric

Calculate Mutual Information Gap (MIG) between latent vectors and attributes.

Mutual Information Gap measures the degree of disentanglement. For each attribute, MIG is calculated by difference in the mutual informations between that of the attribute and its most informative latent dimension, and that of the attribute and its second-most informative latent dimension. Mathematically, MIG is given by


\[\operatorname{MIG}(a_i, \mathbf{z}) = \dfrac{\mathcal{I}(a_i, z_j)-\mathcal{I}(a_i, z_k)}{\mathcal{H}(a_i)},\]

where \(j=\operatorname{arg}\max_n \mathcal{I}(a_i, z_n)\), \(k=\operatorname{arg}\max_{n≠j} \mathcal{I}(a_i, z_n)\), \(\mathcal{I}(\cdot,\cdot)\) is mutual information, and \(\mathcal{H}(\cdot)\) is entropy.

If reg_dim is specified, \(j\) is instead overwritten to reg_dim[i], while \(k=\operatorname{arg}\max_{n≠j} \mathcal{I}(a_i, z_n)\) as usual.

MIG is best applied for independent attributes.


	Parameters:

	
	reg_dim (Optional[List], optional) – regularized dimensions, by default None
Attribute a[:, i] is regularized by z[:, reg_dim[i]]. If reg_dim is provided, the first mutual information is always taken between the regularized dimension and the attribute, and MIG may be negative.


	discrete (bool [https://docs.python.org/3/library/functions.html#bool], optional) – Whether the attributes are discrete, by default False


	fill_reg_dim (bool [https://docs.python.org/3/library/functions.html#bool], optional) – Whether to automatically fill reg_dim with range(n_attributes), by default False. If fill_reg_dim is True, the reg_dim behavior is the same as the dependency-aware family. This option is mainly used for compatibility with the dependency-aware family in a bundle.









See also


	bundles.DependencyAwareMutualInformationBundle
	Dependency-Aware Mutual Information Bundle



	DependencyAwareMutualInformationGap
	Dependency-Aware Mutual Information Gap



	DependencyBlindMutualInformationGap
	Dependency-Blind Mutual Information Gap



	DependencyAwareLatentInformationGap
	Dependency-Aware Latent Information Gap
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update_state(z, a)

	Update metric states. This function append the latent vectors and attributes to the internal state lists.


	Parameters:

	
	z (np.ndarray, (n_samples, n_features)) – a batch of latent vectors


	a (np.ndarray, (n_samples, n_attributes) or (n_samples,)) – a batch of attribute(s)













	
compute()

	Compute metric values from the current state. The latent vectors and attributes in the internal states are concatenated along the sample dimension and passed to the metric function to obtain the metric values.


	Returns:

	MIG for each attribute



	Return type:

	np.ndarray, (n_attributes,)














	
class DependencyAwareMutualInformationGap(reg_dim=None, discrete=False)

	Bases: latte.metrics.base.LatteMetric

Calculate Dependency-Aware Mutual Information Gap (DMIG) between latent vectors and attributes

Dependency-Aware Mutual Information Gap (DMIG) is a dependency-aware version of MIG that accounts for attribute interdependence observed in real-world data. Mathematically, DMIG is given by


\[\operatorname{DMIG}(a_i, \mathbf{z}) = \dfrac{\mathcal{I}(a_i, z_j)-\mathcal{I}(a_i, z_k)}{\mathcal{H}(a_i|a_l)},\]

where \(j=\operatorname{arg}\max_n \mathcal{I}(a_i, z_n)\), \(k=\operatorname{arg}\max_{n≠j} \mathcal{I}(a_i, z_n)\), \(\mathcal{I}(\cdot,\cdot)\) is mutual information, \(\mathcal{H}(\cdot|\cdot)\) is conditional entropy, and \(a_l\) is the attribute regularized by \(z_k\). If \(z_k\) is not regularizing any attribute, DMIG reduces to the usual MIG. DMIG compensates for the reduced maximum possible value of the numerator due to attribute interdependence.

If reg_dim is specified, \(j\) is instead overwritten to reg_dim[i], while \(k=\operatorname{arg}\max_{n≠j} \mathcal{I}(a_i, z_n)\) as usual.


	Parameters:

	
	reg_dim (Optional[List], optional) – regularized dimensions, by default None
Attribute a[:, i] is regularized by z[:, reg_dim[i]]. If None, a[:, i] is assumed to be regularized by z[:, i].


	discrete (bool [https://docs.python.org/3/library/functions.html#bool], optional) – Whether the attributes are discrete, by default False









See also


	bundles.DependencyAwareMutualInformationBundle
	Dependency-Aware Mutual Information Bundle



	MutualInformationGap
	Mutual Information Gap



	DependencyBlindMutualInformationGap
	Dependency-Blind Mutual Information Gap



	DependencyAwareLatentInformationGap
	Dependency-Aware Latent Information Gap
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update_state(z, a)

	Update metric states. This function append the latent vectors and attributes to the internal state lists.


	Parameters:

	
	z (np.ndarray, (n_samples, n_features)) – a batch of latent vectors


	a (np.ndarray, (n_samples, n_attributes) or (n_samples,)) – a batch of attribute(s)













	
compute()

	Compute metric values from the current state. The latent vectors and attributes in the internal states are concatenated along the sample dimension and passed to the metric function to obtain the metric values.


	Returns:

	DMIG for each attribute



	Return type:

	np.ndarray, (n_attributes,)














	
class DependencyAwareLatentInformationGap(reg_dim=None, discrete=False)

	Bases: latte.metrics.base.LatteMetric

Calculate Dependency-Aware Latent Information Gap (DLIG) between latent vectors and attributes

Dependency-aware Latent Information Gap (DLIG) is a latent-centric counterpart to DMIG. DLIG evaluates disentanglement of a set of semantic attributes \(\{a_i\}\) with respect to a latent dimension \(z_d\) such that


\[\operatorname{DLIG}(\{a_i\}, z_d) = \dfrac{\mathcal{I}(a_j, z_d)-\mathcal{I}(a_k, z_d)}{\mathcal{H}(a_j|a_k)},\]

where \(j=\operatorname{arg}\max_i \mathcal{I}(a_i, z_d)\), \(k=\operatorname{arg}\max_{i≠j} \mathcal{I}(a_i, z_d)\), \(\mathcal{I}(\cdot,\cdot)\) is mutual information, and \(\mathcal{H}(\cdot|\cdot)\) is conditional entropy.

If reg_dim is specified, \(j\) is instead overwritten to reg_dim[i], while \(k=\operatorname{arg}\max_{i≠j} \mathcal{I}(a_i, z_d)\) as usual.


	Parameters:

	
	reg_dim (Optional[List], optional) – regularized dimensions, by default None
Attribute a[:, i] is regularized by z[:, reg_dim[i]]. If None, a[:, i] is assumed to be regularized by z[:, i].


	discrete (bool [https://docs.python.org/3/library/functions.html#bool], optional) – Whether the attributes are discrete, by default False









See also


	bundles.DependencyAwareMutualInformationBundle
	Dependency-Aware Mutual Information Bundle



	MutualInformationGap
	Mutual Information Gap



	DependencyBlindMutualInformationGap
	Dependency-Blind Mutual Information Gap



	DependencyAwareMutualInformationGap
	Dependency-Aware Mutual Information Gap
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update_state(z, a)

	Update metric states. This function append the latent vectors and attributes to the internal state lists.


	Parameters:

	
	z (np.ndarray, (n_samples, n_features)) – a batch of latent vectors


	a (np.ndarray, (n_samples, n_attributes) or (n_samples,)) – a batch of attribute(s)













	
compute()

	Compute metric values from the current state. The latent vectors and attributes in the internal states are concatenated along the sample dimension and passed to the metric function to obtain the metric values.


	Returns:

	DLIG for each attribute-regularizing latent dimension



	Return type:

	np.ndarray, (n_attributes,)














	
class DependencyBlindMutualInformationGap(reg_dim=None, discrete=False)

	Bases: latte.metrics.base.LatteMetric

Calculate Dependency-Blind Mutual Information Gap (XMIG) between latent vectors and attributes

Dependency-blind Mutual Information Gap (XMIG) is a complementary metric to MIG and DMIG that measures the gap in mutual information with the subtrahend restricted to dimensions which do not regularize any attribute. XMIG is given by


\[\operatorname{XMIG}(a_i, \mathbf{z}) = \dfrac{\mathcal{I}(a_i, z_j)-\mathcal{I}(a_i, z_k)}{\mathcal{H}(a_i)},\]

where \(j=\operatorname{arg}\max_d \mathcal{I}(a_i, z_d)\), \(k=\operatorname{arg}\max_{d∉\mathcal{D}} \mathcal{I}(a_i, z_d)\), \(\mathcal{I}(\cdot,\cdot)\) is mutual information, \(\mathcal{H}(\cdot)\) is entropy, and \(\mathcal{D}\) is a set of latent indices which do not regularize any attribute. XMIG allows monitoring of latent disentanglement exclusively against attribute-unregularized latent dimensions.

If reg_dim is specified, \(j\) is instead overwritten to reg_dim[i], while \(k=\operatorname{arg}\max_{d∉\mathcal{D}} \mathcal{I}(a_i, z_d)\) as usual.


	Parameters:

	
	reg_dim (Optional[List], optional) – regularized dimensions, by default None
Attribute a[:, i] is regularized by z[:, reg_dim[i]]. If None, a[:, i] is assumed to be regularized by z[:, i].


	discrete (bool [https://docs.python.org/3/library/functions.html#bool], optional) – Whether the attributes are discrete, by default False









See also


	bundles.DependencyAwareMutualInformationBundle
	Dependency-Aware Mutual Information Bundle



	MutualInformationGap
	Mutual Information Gap



	DependencyAwareMutualInformationGap
	Dependency-Aware Mutual Information Gap



	DependencyAwareLatentInformationGap
	Dependency-Aware Latent Information Gap
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update_state(z, a)

	Update metric states. This function append the latent vectors and attributes to the internal state lists.


	Parameters:

	
	z (np.ndarray, (n_samples, n_features)) – a batch of latent vectors


	a (np.ndarray, (n_samples, n_attributes) or (n_samples,)) – a batch of attribute(s)













	
compute()

	Compute metric values from the current state. The latent vectors and attributes in the internal states are concatenated along the sample dimension and passed to the metric function to obtain the metric values.


	Returns:

	XMIG for each attribute



	Return type:

	np.ndarray, (n_attributes,)














	
class SeparateAttributePredictability(reg_dim=None, discrete=False, l2_reg=1.0, thresh=1e-12)

	Bases: latte.metrics.base.LatteMetric

Calculate Separate Attribute Predictability (SAP) between latent vectors and attributes

Separate Attribute Predictability (SAP) is similar in nature to MIG but, instead of mutual information, uses the coefficient of determination for continuous attributes and classification accuracy for discrete attributes to measure the extent of relationship between a latent dimension and an attribute. SAP is given by


\[\operatorname{SAP}(a_i, \mathbf{z}) = \mathcal{S}(a_i, z_j)-\mathcal{S}(a_i, z_k),\]

where \(j=\operatorname{arg}\max_d \mathcal{S}(a_i, z_d)\), \(k=\operatorname{arg}\max_{d≠j} \mathcal{S}(a_i, z_d)\), and \(\mathcal{S}(\cdot,\cdot)\) is either the coefficient of determination or classification accuracy.

If reg_dim is specified, \(j\) is instead overwritten to reg_dim[i], while \(k=\operatorname{arg}\max_{d≠j} \mathcal{S}(a_i, z_d)\) as usual.


	Parameters:

	
	reg_dim (Optional[List], optional) – regularized dimensions, by default None
Attribute a[:, i] is regularized by z[:, reg_dim[i]]. If None, a[:, i] is assumed to be regularized by z[:, i].


	discrete (bool [https://docs.python.org/3/library/functions.html#bool], optional) – Whether the attributes are discrete, by default False


	l2_reg (float [https://docs.python.org/3/library/functions.html#float], optional) – regularization parameter for linear classifier, by default 1.0. Ignored if discrete is False. See sklearn.svm.LinearSVC for more details.


	thresh (float [https://docs.python.org/3/library/functions.html#float], optional) – threshold for latent vector variance, by default 1e-12. Latent dimensions with variance below thresh will have SAP contribution zeroed. Ignored if discrete is True.









See also


	sklearn.svm.LinearSVC [https://scikit-learn.org/stable/modules/generated/sklearn.svm.LinearSVC.html#sklearn.svm.LinearSVC]
	Linear SVC
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update_state(z, a)

	Update metric states. This function append the latent vectors and attributes to the internal state lists.


	Parameters:

	
	z (np.ndarray, (n_samples, n_features)) – a batch of latent vectors


	a (np.ndarray, (n_samples, n_attributes) or (n_samples,)) – a batch of attribute(s)













	
compute()

	Compute metric values from the current state. The latent vectors and attributes in the internal states are concatenated along the sample dimension and passed to the metric function to obtain the metric values.


	Returns:

	SAP for each attribute



	Return type:

	np.ndarray, (n_attributes,)














	
class Modularity(reg_dim=None, discrete=False, thresh=1e-12)

	Bases: latte.metrics.base.LatteMetric

Calculate Modularity between latent vectors and attributes

Modularity is a letent-centric measure of disentanglement based on mutual information. Modularity measures the degree in which a latent dimension contains information about only one attribute, and is given by


\[\operatorname{Modularity}(\{a_i\}, z_d) = 1-\dfrac{\sum_{i≠j}(\mathcal{I}(a_i, z_d)/\mathcal{I}(a_j, z_d))^2}{|{a_i}| -1},\]

where \(j=\operatorname{arg}\max_i \mathcal{I}(a_i, z_d)\), and \(\mathcal{I}(\cdot,\cdot)\) is mutual information.

reg_dim is currently ignored in Modularity.


	Parameters:

	
	reg_dim (Optional[List], optional) – regularized dimensions, by default None.
Attribute a[:, i] is regularized by z[:, reg_dim[i]]. If None, a[:, i] is assumed to be regularized by z[:, i].


	discrete (bool [https://docs.python.org/3/library/functions.html#bool], optional) – Whether the attributes are discrete, by default False


	thresh (float [https://docs.python.org/3/library/functions.html#float], optional) – threshold for mutual information, by default 1e-12. Latent-attribute pair with variance below thresh will have modularity contribution zeroed.
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update_state(z, a)

	Update metric states. This function append the latent vectors and attributes to the internal state lists.


	Parameters:

	
	z (np.ndarray, (n_samples, n_features)) – a batch of latent vectors


	a (np.ndarray, (n_samples, n_attributes) or (n_samples,)) – a batch of attribute(s)













	
compute()

	Compute metric values from the current state. The latent vectors and attributes in the internal states are concatenated along the sample dimension and passed to the metric function to obtain the metric values.


	Returns:

	Modularity for each latent vector dimension



	Return type:

	np.ndarray, (n_features,)














	
MIG

	alias for MutualInformationGap






	
DMIG

	alias for DependencyAwareMutualInformationGap






	
DLIG

	alias for DependencyAwareLatentInformationGap






	
XMIG

	alias for DependencyBlindMutualInformationGap






	
SAP

	alias for SeparateAttributePredictability
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latte.metrics.core.interpolatability


Module Contents


Classes



	Smoothness

	Calculate latent smoothness.



	Monotonicity

	Calculate latent monotonicity.







	
class Smoothness(reg_dim=None, liad_mode='forward', max_mode='lehmer', ptp_mode='naive', reduce_mode='attribute', clamp=False, p=2.0)

	Bases: latte.metrics.base.LatteMetric

Calculate latent smoothness.

Smoothness is a measure of how smoothly an attribute changes with respect to a change in the regularizing latent dimension. Smoothness of a latent vector \(\mathbf{z}\) is based on the concept of second-order derivative, and is given by


\[\operatorname{Smoothness}_{i,d}(\mathbf{z};\delta) = 1-\dfrac{\mathcal{C}_{k\in\mathfrak{K}}[\mathcal{D}_{i,d}^{(2)}(\mathbf{z} + k\delta\mathbf{e}_d;\delta )]}{\delta^{-1}\mathcal{R}_{k\in\mathfrak{K}}[\mathcal{D}_{i,d}^{(1)}(\mathbf{z} + k\delta\mathbf{e}_d;\delta )]},\]

where \(\mathcal{D}_{i,d}^{(n)}(z; \delta)\) is the \(n\) th order latent-induced attribute difference (LIAD) as defined below, \(\mathbf{e}_d\) is the \(d\) th elementary vector, \(\mathcal{C}_{k\in\mathfrak{K}}[\cdot]\) is the Lehmer mean (with p=2 by default) of its arguments over values of \(k\in\mathfrak{K}\), and \(\mathcal{R}_{k\in\mathfrak{K}}[\cdot]\) is the range of its arguments over values of \(k\in\mathfrak{K}\) (controlled by ptp_mode), and \(\mathfrak{K}\) is the set of interpolating points (controlled by z) used during evaluation.

The first-order LIAD is defined by


\[\mathcal{D}_{i, d}(\mathbf{z}; \delta) = \dfrac{\mathcal{A}_i(\mathbf{z}+\delta \mathbf{e}_d) - \mathcal{A}_i(\mathbf{z})}{\delta}\]

where \(\mathcal{A}_i(\cdot)\) is the measurement of attribute \(a_i\) from a sample generated from its latent vector argument, \(d\) is the latent dimension regularizing \(a_i\), \(\delta>0\) is the latent step size.

Higher-order LIADs are defined by


\[\mathcal{D}^{(n)}_{i, d}(\mathbf{z}; \delta) =\dfrac{{\mathcal{D}^{(n-1)}_i(\mathbf{z}+\delta \mathbf{e}_d) - \mathcal{D}^{(n-1)}_i(\mathbf{z})}}{\delta}.\]


	Parameters:

	
	reg_dim (Optional[List], optional) – regularized dimensions, by default None
Attribute a[:, i] is regularized by z[:, reg_dim[i]]. If None, a[:, i] is assumed to be regularized by z[:, i].


	liad_mode (str [https://docs.python.org/3/library/stdtypes.html#str], optional) – options for calculating LIAD, by default “forward”. Only “forward” is currently supported.


	max_mode (str [https://docs.python.org/3/library/stdtypes.html#str], optional) – options for calculating array maximum of 2nd order LIAD, by default “lehmer”. Must be one of {“lehmer”, “naive”}. If “lehmer”, the maximum is calculated using the Lehmer mean with power p. If “naive”, the maximum is calculated using the naive array maximum.


	ptp_mode (str [https://docs.python.org/3/library/stdtypes.html#str], optional) – options for calculating range of 1st order LIAD for normalization, by default “naive”. Must be either “naive” or a float value in (0.0, 1.0]. If “naive”, the range is calculated using the naive peak-to-peak range. If float, the range is taken to be the range between quantile 0.5-0.5*ptp_mode and quantile 0.5+0.5*ptp_mode.


	reduce_mode (str [https://docs.python.org/3/library/stdtypes.html#str], optional) – options for reduction of the return array, by default “attribute”. Must be one of {“attribute”, “samples”, “all”, “none”}. If “all”, returns a scalar. If “attribute”, an average is taken along the sample axis and the return array is of shape (n_attributes,). If “samples”, an average is taken along the attribute axis and the return array is of shape (n_samples,). If “none”, returns a smoothness matrix of shape (n_samples, n_attributes,).


	clamp (bool [https://docs.python.org/3/library/functions.html#bool], optional) – Whether to clamp smoothness to [0, 1], by default False


	p (float [https://docs.python.org/3/library/functions.html#float], optional) – Lehmer mean power, by default 2.0 (i.e., contraharmonic mean). Only used if max_mode == “lehmer”. Must be greater than 1.0.
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update_state(z, a)

	Update metric states. This function append the latent vectors and attributes to the internal state lists.


	Parameters:

	
	z (np.ndarray, (n_samples, n_interp) or (n_samples, n_features or n_attributes, n_interp)) – a batch of latent vectors


	a (np.ndarray, (n_samples, n_interp) or (n_samples, n_attributes, n_interp)) – a batch of attribute(s)













	
compute()

	Compute metric values from the current state. The latent vectors and attributes in the internal states are concatenated along the sample dimension and passed to the metric function to obtain the metric values.


	Returns:

	smoothness array. See reduce mode for return shape.



	Return type:

	np.ndarray














	
class Monotonicity(reg_dim=None, liad_mode='forward', reduce_mode='attribute', liad_thresh=0.001, degenerate_val=np.nan, nanmean=True)

	Bases: latte.metrics.base.LatteMetric

Calculate latent monotonicity.

Monotonicity is a measure of how monotonic an attribute changes with respect to a change in the regularizing dimension. Monotonicity of a latent vector \(\mathbf{z}\) is given by


\[\operatorname{Monotonicity}_{i,d}(\mathbf{z};\delta,\epsilon) = \dfrac{\sum_{k\in\mathfrak{K}}I_k\cdot \operatorname{sgn}(\mathcal{D}_{i,d}(\mathbf{z}+k\delta\mathbf{e}_d;\delta))}{\sum_{k\in\mathfrak{K}}I_k},\]

where \(\mathcal{D}_{i,d}(z; \delta)\) is the first-order latent-induced attribute difference (LIAD) as defined below, \(I_k = \mathbb{I}[|\mathcal{D}_{i,d}(\mathbf{z}+k\delta\mathbf{e}_d;\delta)| > \epsilon] \in \{0,1\}\), \(\mathbb{I}[\cdot]\) is the Iverson bracket operator, \(\epsilon > 0\) is a noise threshold for ignoring near-zero attribute changes, and \(\mathfrak{K}\) is the set of interpolating points (controlled by z) used during evaluation.

The first-order LIAD is defined by


\[\mathcal{D}_{i, d}(\mathbf{z}; \delta) = \dfrac{\mathcal{A}_i(\mathbf{z}+\delta \mathbf{e}_d) - \mathcal{A}_i(\mathbf{z})}{\delta}\]

where \(\mathcal{A}_i(\cdot)\) is the measurement of attribute \(a_i\) from a sample generated from its latent vector argument, \(d\) is the latent dimension regularizing \(a_i\), \(\delta>0\) is the latent step size.


	Parameters:

	
	reg_dim (Optional[List], optional) – regularized dimensions, by default None
Attribute a[:, i] is regularized by z[:, reg_dim[i]]. If None, a[:, i] is assumed to be regularized by z[:, i].


	liad_mode (str [https://docs.python.org/3/library/stdtypes.html#str], optional) – options for calculating LIAD, by default “forward”. Only “forward” is currently supported.


	reduce_mode (str [https://docs.python.org/3/library/stdtypes.html#str], optional) – options for reduction of the return array, by default “attribute”. Must be one of {“attribute”, “samples”, “all”, “none”}. If “all”, returns a scalar. If “attribute”, an average is taken along the sample axis and the return array is of shape (n_attributes,). If “samples”, an average is taken along the attribute axis and the return array is of shape (n_samples,). If “none”, returns a smoothness matrix of shape (n_samples, n_attributes,).


	liad_thresh (float [https://docs.python.org/3/library/functions.html#float], optional) – threshold for ignoring noisy 1st order LIAD, by default 1e-3


	degenerate_val (float [https://docs.python.org/3/library/functions.html#float], optional) – fill value for samples with all noisy LIAD (i.e., absolute value below liad_thresh), by default np.nan. Another possible option is to set this to 0.0.


	nanmean (bool [https://docs.python.org/3/library/functions.html#bool], optional) – whether to ignore the NaN values in calculating the return array, by default True. Ignored if reduce_mode is “none”. If all LIAD in an axis are NaNs, the return array in that axis is filled with NaNs.
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update_state(z, a)

	Update metric states. This function append the latent vectors and attributes to the internal state lists.


	Parameters:

	
	z (np.ndarray, (n_samples, n_interp) or (n_samples, n_features or n_attributes, n_interp)) – a batch of latent vectors


	a (np.ndarray, (n_samples, n_interp) or (n_samples, n_attributes, n_interp)) – a batch of attribute(s)













	
compute()

	Compute metric values from the current state. The latent vectors and attributes in the internal states are concatenated along the sample dimension and passed to the metric function to obtain the metric values.


	Returns:

	monotonicity array. See reduce mode for return shape.



	Return type:

	np.ndarray
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Module Contents


Classes



	DependencyAwareMutualInformationBundle

	Calculate Mutual Information Gap (MIG), Dependency-Aware Mutual Information Gap (DMIG), Dependency-Blind Mutual Information Gap (XMIG), and Dependency-Aware Latent Information Gap (DLIG) between latent vectors (z) and attributes (a).



	LiadInterpolatabilityBundle

	Calculate latent smoothness and monotonicity.







	
class DependencyAwareMutualInformationBundle(reg_dim=None, discrete=False)

	Bases: latte.metrics.keras.wrapper.KerasMetricWrapper

Calculate Mutual Information Gap (MIG), Dependency-Aware Mutual Information Gap (DMIG), Dependency-Blind Mutual Information Gap (XMIG), and Dependency-Aware Latent Information Gap (DLIG) between latent vectors (z) and attributes (a).


	Parameters:

	
	reg_dim (Optional[List], optional) – regularized dimensions, by default None
Attribute a[:, i] is regularized by z[:, reg_dim[i]]. If None, a[:, i] is assumed to be regularized by z[:, i]. Note that this is the reg_dim behavior of the dependency-aware family but is different from the default reg_dim behavior of the conventional MIG.


	discrete (bool [https://docs.python.org/3/library/functions.html#bool], optional) – Whether the attributes are discrete, by default False
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update_state(z, a)

	Update metric states. This function converts the tensors to numpy arrays then append the latent vectors and attributes to the internal state lists.


	Parameters:

	
	z (tf.Tensor, (n_samples, n_features)) – a batch of latent vectors


	a (tf.Tensor, (n_samples, n_attributes) or (n_samples,)) – a batch of attribute(s)













	
result()

	Compute metric values from the current state. The latent vectors and attributes in the internal states are concatenated along the sample dimension and passed to the metric function to obtain the metric values.


	Returns:

	A dictionary of mutual information metrics with keys [‘MIG’, ‘DMIG’, ‘XMIG’, ‘DLIG’] each mapping to a corresponding metric tf.Tensor of shape (n_attributes,).



	Return type:

	Dict[str [https://docs.python.org/3/library/stdtypes.html#str], tf.Tensor]














	
class LiadInterpolatabilityBundle(reg_dim=None, liad_mode='forward', max_mode='lehmer', ptp_mode='naive', reduce_mode='attribute', liad_thresh=0.001, degenerate_val=np.nan, nanmean=True, clamp=False, p=2.0)

	Bases: latte.metrics.keras.wrapper.KerasMetricWrapper

Calculate latent smoothness and monotonicity.


	Parameters:

	
	reg_dim (Optional[List], optional) – regularized dimensions, by default None
Attribute a[:, i] is regularized by z[:, reg_dim[i]]. If None, a[:, i] is assumed to be regularized by z[:, i].


	liad_mode (str [https://docs.python.org/3/library/stdtypes.html#str], optional) – options for calculating LIAD, by default “forward”. Only “forward” is currently supported.


	max_mode (str [https://docs.python.org/3/library/stdtypes.html#str], optional) – options for calculating array maximum of 2nd order LIAD, by default “lehmer”. Must be one of {“lehmer”, “naive”}. If “lehmer”, the maximum is calculated using the Lehmer mean with power p. If “naive”, the maximum is calculated using the naive array maximum. Only affects smoothness.


	ptp_mode (str [https://docs.python.org/3/library/stdtypes.html#str], optional) – options for calculating range of 1st order LIAD for normalization, by default “naive”. Must be either “naive” or a float value in (0.0, 1.0]. If “naive”, the range is calculated using the naive peak-to-peak range. If float, the range is taken to be the range between quantile 0.5-0.5*ptp_mode and quantile 0.5+0.5*ptp_mode. Only affects smoothness.


	reduce_mode (str [https://docs.python.org/3/library/stdtypes.html#str], optional) – options for reduction of the return array, by default “attribute”. Must be one of {“attribute”, “samples”, “all”, “none”}. If “all”, returns a scalar. If “attribute”, an average is taken along the sample axis and the return array is of shape (n_attributes,). If “samples”, an average is taken along the attribute axis and the return array is of shape (n_samples,). If “none”, returns a smoothness matrix of shape (n_samples, n_attributes,).


	liad_thresh (float [https://docs.python.org/3/library/functions.html#float], optional) – threshold for ignoring noisy 1st order LIAD, by default 1e-3. Only affects monotonicity.


	degenerate_val (float [https://docs.python.org/3/library/functions.html#float], optional) – fill value for samples with all noisy LIAD (i.e., absolute value below liad_thresh), by default np.nan. Another possible option is to set this to 0.0. Only affects monotonicity.


	nanmean (bool [https://docs.python.org/3/library/functions.html#bool], optional) – whether to ignore the NaN values in calculating the return array, by default True. Ignored if reduce_mode is “none”. If all LIAD in an axis are NaNs, the return array in that axis is filled with NaNs. Only affects monotonicity.


	clamp (bool [https://docs.python.org/3/library/functions.html#bool], optional) – Whether to clamp smoothness to [0, 1], by default False. Only affects smoothness.


	p (float [https://docs.python.org/3/library/functions.html#float], optional) – Lehmer mean power, by default 2.0 (i.e., contraharmonic mean). Only used if max_mode == “lehmer”. Must be greater than 1.0. Only affects smoothness.
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update_state(z, a)

	Update metric states. This function append the latent vectors and attributes to the internal state lists.


	Parameters:

	
	z (tf.Tensor, (n_samples, n_interp) or (n_samples, n_features or n_attributes, n_interp)) – a batch of latent vectors


	a (tf.Tensor, (n_samples, n_interp) or (n_samples, n_attributes, n_interp)) – a batch of attribute(s)













	
result()

	Compute metric values from the current state. The latent vectors and attributes in the internal states are concatenated along the sample dimension and passed to the metric function to obtain the metric values.


	Returns:

	A dictionary of LIAD-based interpolatability metrics with keys [‘smoothness’, ‘monotonicity’] each mapping to a corresponding metric tf.Tensor. See reduce_mode for details on the shape of the return arrays.



	Return type:

	Dict[str [https://docs.python.org/3/library/stdtypes.html#str], tf.Tensor]
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Module Contents


Classes



	MutualInformationGap

	Calculate Mutual Information Gap (MIG) between latent vectors and attributes.



	DependencyAwareMutualInformationGap

	Calculate Dependency-Aware Mutual Information Gap (DMIG) between latent vectors and attributes



	DependencyAwareLatentInformationGap

	Calculate Dependency-Aware Latent Information Gap (DLIG) between latent vectors and attributes



	DependencyBlindMutualInformationGap

	Calculate Dependency-Blind Mutual Information Gap (XMIG) between latent vectors and attributes



	SeparateAttributePredictability

	Calculate Separate Attribute Predictability (SAP) between latent vectors and attributes



	Modularity

	Calculate Modularity between latent vectors and attributes








Attributes



	MIG

	alias for MutualInformationGap



	DMIG

	alias for DependencyAwareMutualInformationGap



	DLIG

	alias for DependencyAwareLatentInformationGap



	XMIG

	alias for DependencyBlindMutualInformationGap



	SAP

	alias for SeparateAttributePredictability







	
class MutualInformationGap(reg_dim=None, discrete=False, fill_reg_dim=False)

	Bases: latte.metrics.keras.wrapper.KerasMetricWrapper

Calculate Mutual Information Gap (MIG) between latent vectors and attributes.

Mutual Information Gap measures the degree of disentanglement. For each attribute, MIG is calculated by difference in the mutual informations between that of the attribute and its most informative latent dimension, and that of the attribute and its second-most informative latent dimension. Mathematically, MIG is given by


\[\operatorname{MIG}(a_i, \mathbf{z}) = \dfrac{\mathcal{I}(a_i, z_j)-\mathcal{I}(a_i, z_k)}{\mathcal{H}(a_i)},\]

where \(j=\operatorname{arg}\max_n \mathcal{I}(a_i, z_n)\), \(k=\operatorname{arg}\max_{n≠j} \mathcal{I}(a_i, z_n)\), \(\mathcal{I}(\cdot,\cdot)\) is mutual information, and \(\mathcal{H}(\cdot)\) is entropy.

If reg_dim is specified, \(j\) is instead overwritten to reg_dim[i], while \(k=\operatorname{arg}\max_{n≠j} \mathcal{I}(a_i, z_n)\) as usual.

MIG is best applied for independent attributes.


	Parameters:

	
	reg_dim (Optional[List], optional) – regularized dimensions, by default None
Attribute a[:, i] is regularized by z[:, reg_dim[i]]. If reg_dim is provided, the first mutual information is always taken between the regularized dimension and the attribute, and MIG may be negative.


	discrete (bool [https://docs.python.org/3/library/functions.html#bool], optional) – Whether the attributes are discrete, by default False


	fill_reg_dim (bool [https://docs.python.org/3/library/functions.html#bool], optional) – Whether to automatically fill reg_dim with range(n_attributes), by default False. If fill_reg_dim is True, the reg_dim behavior is the same as the dependency-aware family. This option is mainly used for compatibility with the dependency-aware family in a bundle.









See also


	bundles.DependencyAwareMutualInformationBundle
	Dependency-Aware Mutual Information Bundle



	DependencyAwareMutualInformationGap
	Dependency-Aware Mutual Information Gap



	DependencyBlindMutualInformationGap
	Dependency-Blind Mutual Information Gap



	DependencyAwareLatentInformationGap
	Dependency-Aware Latent Information Gap
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update_state(z, a)

	Update metric states. This function converts the tensors to numpy arrays then append the latent vectors and attributes to the internal state lists.


	Parameters:

	
	z (tf.Tensor, (n_samples, n_features)) – a batch of latent vectors


	a (tf.Tensor, (n_samples, n_attributes) or (n_samples,)) – a batch of attribute(s)













	
result()

	Compute metric values from the current state. The latent vectors and attributes in the internal states are concatenated along the sample dimension and passed to the metric function to obtain the metric values.


	Returns:

	MIG for each attribute



	Return type:

	tf.Tensor, (n_attributes,)














	
class DependencyAwareMutualInformationGap(reg_dim=None, discrete=False)

	Bases: latte.metrics.keras.wrapper.KerasMetricWrapper

Calculate Dependency-Aware Mutual Information Gap (DMIG) between latent vectors and attributes

Dependency-Aware Mutual Information Gap (DMIG) is a dependency-aware version of MIG that accounts for attribute interdependence observed in real-world data. Mathematically, DMIG is given by


\[\operatorname{DMIG}(a_i, \mathbf{z}) = \dfrac{\mathcal{I}(a_i, z_j)-\mathcal{I}(a_i, z_k)}{\mathcal{H}(a_i|a_l)},\]

where \(j=\operatorname{arg}\max_n \mathcal{I}(a_i, z_n)\), \(k=\operatorname{arg}\max_{n≠j} \mathcal{I}(a_i, z_n)\), \(\mathcal{I}(\cdot,\cdot)\) is mutual information, \(\mathcal{H}(\cdot|\cdot)\) is conditional entropy, and \(a_l\) is the attribute regularized by \(z_k\). If \(z_k\) is not regularizing any attribute, DMIG reduces to the usual MIG. DMIG compensates for the reduced maximum possible value of the numerator due to attribute interdependence.

If reg_dim is specified, \(j\) is instead overwritten to reg_dim[i], while \(k=\operatorname{arg}\max_{n≠j} \mathcal{I}(a_i, z_n)\) as usual.


	Parameters:

	
	reg_dim (Optional[List], optional) – regularized dimensions, by default None
Attribute a[:, i] is regularized by z[:, reg_dim[i]]. If None, a[:, i] is assumed to be regularized by z[:, i].


	discrete (bool [https://docs.python.org/3/library/functions.html#bool], optional) – Whether the attributes are discrete, by default False









See also


	bundles.DependencyAwareMutualInformationBundle
	Dependency-Aware Mutual Information Bundle



	MutualInformationGap
	Mutual Information Gap



	DependencyBlindMutualInformationGap
	Dependency-Blind Mutual Information Gap



	DependencyAwareLatentInformationGap
	Dependency-Aware Latent Information Gap
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update_state(z, a)

	Update metric states. This function converts the tensors to numpy arrays then append the latent vectors and attributes to the internal state lists.


	Parameters:

	
	z (tf.Tensor, (n_samples, n_features)) – a batch of latent vectors


	a (tf.Tensor, (n_samples, n_attributes) or (n_samples,)) – a batch of attribute(s)













	
result()

	Compute metric values from the current state. The latent vectors and attributes in the internal states are concatenated along the sample dimension and passed to the metric function to obtain the metric values.


	Returns:

	DMIG for each attribute



	Return type:

	tf.Tensor, (n_attributes,)














	
class DependencyAwareLatentInformationGap(reg_dim=None, discrete=False)

	Bases: latte.metrics.keras.wrapper.KerasMetricWrapper

Calculate Dependency-Aware Latent Information Gap (DLIG) between latent vectors and attributes

Dependency-aware Latent Information Gap (DLIG) is a latent-centric counterpart to DMIG. DLIG evaluates disentanglement of a set of semantic attributes \(\{a_i\}\) with respect to a latent dimension \(z_d\) such that


\[\operatorname{DLIG}(\{a_i\}, z_d) = \dfrac{\mathcal{I}(a_j, z_d)-\mathcal{I}(a_k, z_d)}{\mathcal{H}(a_j|a_k)},\]

where \(j=\operatorname{arg}\max_i \mathcal{I}(a_i, z_d)\), \(k=\operatorname{arg}\max_{i≠j} \mathcal{I}(a_i, z_d)\), \(\mathcal{I}(\cdot,\cdot)\) is mutual information, and \(\mathcal{H}(\cdot|\cdot)\) is conditional entropy.

If reg_dim is specified, \(j\) is instead overwritten to reg_dim[i], while \(k=\operatorname{arg}\max_{i≠j} \mathcal{I}(a_i, z_d)\) as usual.


	Parameters:

	
	reg_dim (Optional[List], optional) – regularized dimensions, by default None
Attribute a[:, i] is regularized by z[:, reg_dim[i]]. If None, a[:, i] is assumed to be regularized by z[:, i].


	discrete (bool [https://docs.python.org/3/library/functions.html#bool], optional) – Whether the attributes are discrete, by default False









See also


	bundles.DependencyAwareMutualInformationBundle
	Dependency-Aware Mutual Information Bundle



	MutualInformationGap
	Mutual Information Gap



	DependencyBlindMutualInformationGap
	Dependency-Blind Mutual Information Gap



	DependencyAwareMutualInformationGap
	Dependency-Aware Mutual Information Gap
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update_state(z, a)

	Update metric states. This function converts the tensors to numpy arrays then append the latent vectors and attributes to the internal state lists.


	Parameters:

	
	z (tf.Tensor, (n_samples, n_features)) – a batch of latent vectors


	a (tf.Tensor, (n_samples, n_attributes) or (n_samples,)) – a batch of attribute(s)













	
result()

	Compute metric values from the current state. The latent vectors and attributes in the internal states are concatenated along the sample dimension and passed to the metric function to obtain the metric values.


	Returns:

	DLIG for each attribute-regularizing latent dimension



	Return type:

	tf.Tensor, (n_attributes,)














	
class DependencyBlindMutualInformationGap(reg_dim=None, discrete=False)

	Bases: latte.metrics.keras.wrapper.KerasMetricWrapper

Calculate Dependency-Blind Mutual Information Gap (XMIG) between latent vectors and attributes

Dependency-blind Mutual Information Gap (XMIG) is a complementary metric to MIG and DMIG that measures the gap in mutual information with the subtrahend restricted to dimensions which do not regularize any attribute. XMIG is given by


\[\operatorname{XMIG}(a_i, \mathbf{z}) = \dfrac{\mathcal{I}(a_i, z_j)-\mathcal{I}(a_i, z_k)}{\mathcal{H}(a_i)},\]

where \(j=\operatorname{arg}\max_d \mathcal{I}(a_i, z_d)\), \(k=\operatorname{arg}\max_{d∉\mathcal{D}} \mathcal{I}(a_i, z_d)\), \(\mathcal{I}(\cdot,\cdot)\) is mutual information, \(\mathcal{H}(\cdot)\) is entropy, and \(\mathcal{D}\) is a set of latent indices which do not regularize any attribute. XMIG allows monitoring of latent disentanglement exclusively against attribute-unregularized latent dimensions.

If reg_dim is specified, \(j\) is instead overwritten to reg_dim[i], while \(k=\operatorname{arg}\max_{d∉\mathcal{D}} \mathcal{I}(a_i, z_d)\) as usual.


	Parameters:

	
	reg_dim (Optional[List], optional) – regularized dimensions, by default None
Attribute a[:, i] is regularized by z[:, reg_dim[i]]. If None, a[:, i] is assumed to be regularized by z[:, i].


	discrete (bool [https://docs.python.org/3/library/functions.html#bool], optional) – Whether the attributes are discrete, by default False









See also


	bundles.DependencyAwareMutualInformationBundle
	Dependency-Aware Mutual Information Bundle



	MutualInformationGap
	Mutual Information Gap



	DependencyAwareMutualInformationGap
	Dependency-Aware Mutual Information Gap



	DependencyAwareLatentInformationGap
	Dependency-Aware Latent Information Gap
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update_state(z, a)

	Update metric states. This function converts the tensors to numpy arrays then append the latent vectors and attributes to the internal state lists.


	Parameters:

	
	z (tf.Tensor, (n_samples, n_features)) – a batch of latent vectors


	a (tf.Tensor, (n_samples, n_attributes) or (n_samples,)) – a batch of attribute(s)













	
result()

	Compute metric values from the current state. The latent vectors and attributes in the internal states are concatenated along the sample dimension and passed to the metric function to obtain the metric values.


	Returns:

	XMIG for each attribute



	Return type:

	tf.Tensor, (n_attributes,)














	
class SeparateAttributePredictability(reg_dim=None, discrete=False, l2_reg=1.0, thresh=1e-12)

	Bases: latte.metrics.keras.wrapper.KerasMetricWrapper

Calculate Separate Attribute Predictability (SAP) between latent vectors and attributes

Separate Attribute Predictability (SAP) is similar in nature to MIG but, instead of mutual information, uses the coefficient of determination for continuous attributes and classification accuracy for discrete attributes to measure the extent of relationship between a latent dimension and an attribute. SAP is given by


\[\operatorname{SAP}(a_i, \mathbf{z}) = \mathcal{S}(a_i, z_j)-\mathcal{S}(a_i, z_k),\]

where \(j=\operatorname{arg}\max_d \mathcal{S}(a_i, z_d)\), \(k=\operatorname{arg}\max_{d≠j} \mathcal{S}(a_i, z_d)\), and \(\mathcal{S}(\cdot,\cdot)\) is either the coefficient of determination or classification accuracy.

If reg_dim is specified, \(j\) is instead overwritten to reg_dim[i], while \(k=\operatorname{arg}\max_{d≠j} \mathcal{S}(a_i, z_d)\) as usual.


	Parameters:

	
	reg_dim (Optional[List], optional) – regularized dimensions, by default None
Attribute a[:, i] is regularized by z[:, reg_dim[i]]. If None, a[:, i] is assumed to be regularized by z[:, i].


	discrete (bool [https://docs.python.org/3/library/functions.html#bool], optional) – Whether the attributes are discrete, by default False


	l2_reg (float [https://docs.python.org/3/library/functions.html#float], optional) – regularization parameter for linear classifier, by default 1.0. Ignored if discrete is False. See sklearn.svm.LinearSVC for more details.


	thresh (float [https://docs.python.org/3/library/functions.html#float], optional) – threshold for latent vector variance, by default 1e-12. Latent dimensions with variance below thresh will have SAP contribution zeroed. Ignored if discrete is True.









See also


	sklearn.svm.LinearSVC [https://scikit-learn.org/stable/modules/generated/sklearn.svm.LinearSVC.html#sklearn.svm.LinearSVC]
	Linear SVC
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update_state(z, a)

	Update metric states. This function converts the tensors to numpy arrays then append the latent vectors and attributes to the internal state lists.


	Parameters:

	
	z (tf.Tensor, (n_samples, n_features)) – a batch of latent vectors


	a (tf.Tensor, (n_samples, n_attributes) or (n_samples,)) – a batch of attribute(s)













	
result()

	Compute metric values from the current state. The latent vectors and attributes in the internal states are concatenated along the sample dimension and passed to the metric function to obtain the metric values.


	Returns:

	SAP for each attribute



	Return type:

	tf.Tensor, (n_attributes,)














	
class Modularity(reg_dim=None, discrete=False, thresh=1e-12)

	Bases: latte.metrics.keras.wrapper.KerasMetricWrapper

Calculate Modularity between latent vectors and attributes

Modularity is a letent-centric measure of disentanglement based on mutual information. Modularity measures the degree in which a latent dimension contains information about only one attribute, and is given by


\[\operatorname{Modularity}(\{a_i\}, z_d) = 1-\dfrac{\sum_{i≠j}(\mathcal{I}(a_i, z_d)/\mathcal{I}(a_j, z_d))^2}{|{a_i}| -1},\]

where \(j=\operatorname{arg}\max_i \mathcal{I}(a_i, z_d)\), and \(\mathcal{I}(\cdot,\cdot)\) is mutual information.

reg_dim is currently ignored in Modularity.


	Parameters:

	
	reg_dim (Optional[List], optional) – regularized dimensions, by default None.
Attribute a[:, i] is regularized by z[:, reg_dim[i]]. If None, a[:, i] is assumed to be regularized by z[:, i].


	discrete (bool [https://docs.python.org/3/library/functions.html#bool], optional) – Whether the attributes are discrete, by default False


	thresh (float [https://docs.python.org/3/library/functions.html#float], optional) – threshold for mutual information, by default 1e-12. Latent-attribute pair with variance below thresh will have modularity contribution zeroed.
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update_state(z, a)

	Update metric states. This function converts the tensors to numpy arrays then append the latent vectors and attributes to the internal state lists.


	Parameters:

	
	z (tf.Tensor, (n_samples, n_features)) – a batch of latent vectors


	a (tf.Tensor, (n_samples, n_attributes) or (n_samples,)) – a batch of attribute(s)













	
result()

	Compute metric values from the current state. The latent vectors and attributes in the internal states are concatenated along the sample dimension and passed to the metric function to obtain the metric values.


	Returns:

	Modularity for each attribute-regularizing latent dimension



	Return type:

	tf.Tensor, (n_attributes,)














	
MIG

	alias for MutualInformationGap






	
DMIG

	alias for DependencyAwareMutualInformationGap






	
DLIG

	alias for DependencyAwareLatentInformationGap






	
XMIG

	alias for DependencyBlindMutualInformationGap






	
SAP

	alias for SeparateAttributePredictability
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Module Contents


Classes



	Smoothness

	Calculate latent smoothness.



	Monotonicity

	Calculate latent monotonicity.







	
class Smoothness(reg_dim=None, liad_mode='forward', max_mode='lehmer', ptp_mode='naive', reduce_mode='attribute', clamp=False, p=2.0)

	Bases: latte.metrics.keras.wrapper.KerasMetricWrapper

Calculate latent smoothness.

Smoothness is a measure of how smoothly an attribute changes with respect to a change in the regularizing latent dimension. Smoothness of a latent vector \(\mathbf{z}\) is based on the concept of second-order derivative, and is given by


\[\operatorname{Smoothness}_{i,d}(\mathbf{z};\delta) = 1-\dfrac{\mathcal{C}_{k\in\mathfrak{K}}[\mathcal{D}_{i,d}^{(2)}(\mathbf{z} + k\delta\mathbf{e}_d;\delta )]}{\delta^{-1}\mathcal{R}_{k\in\mathfrak{K}}[\mathcal{D}_{i,d}^{(1)}(\mathbf{z} + k\delta\mathbf{e}_d;\delta )]},\]

where \(\mathcal{D}_{i,d}^{(n)}(z; \delta)\) is the \(n\) th order latent-induced attribute difference (LIAD) as defined below, \(\mathbf{e}_d\) is the \(d\) th elementary vector, \(\mathcal{C}_{k\in\mathfrak{K}}[\cdot]\) is the Lehmer mean (with p=2 by default) of its arguments over values of \(k\in\mathfrak{K}\), and \(\mathcal{R}_{k\in\mathfrak{K}}[\cdot]\) is the range of its arguments over values of \(k\in\mathfrak{K}\) (controlled by ptp_mode), and \(\mathfrak{K}\) is the set of interpolating points (controlled by z) used during evaluation.

The first-order LIAD is defined by


\[\mathcal{D}_{i, d}(\mathbf{z}; \delta) = \dfrac{\mathcal{A}_i(\mathbf{z}+\delta \mathbf{e}_d) - \mathcal{A}_i(\mathbf{z})}{\delta}\]

where \(\mathcal{A}_i(\cdot)\) is the measurement of attribute \(a_i\) from a sample generated from its latent vector argument, \(d\) is the latent dimension regularizing \(a_i\), \(\delta>0\) is the latent step size.

Higher-order LIADs are defined by


\[\mathcal{D}^{(n)}_{i, d}(\mathbf{z}; \delta) =\dfrac{{\mathcal{D}^{(n-1)}_i(\mathbf{z}+\delta \mathbf{e}_d) - \mathcal{D}^{(n-1)}_i(\mathbf{z})}}{\delta}.\]


	Parameters:

	
	reg_dim (Optional[List], optional) – regularized dimensions, by default None
Attribute a[:, i] is regularized by z[:, reg_dim[i]]. If None, a[:, i] is assumed to be regularized by z[:, i].


	liad_mode (str [https://docs.python.org/3/library/stdtypes.html#str], optional) – options for calculating LIAD, by default “forward”. Only “forward” is currently supported.


	max_mode (str [https://docs.python.org/3/library/stdtypes.html#str], optional) – options for calculating array maximum of 2nd order LIAD, by default “lehmer”. Must be one of {“lehmer”, “naive”}. If “lehmer”, the maximum is calculated using the Lehmer mean with power p. If “naive”, the maximum is calculated using the naive array maximum.


	ptp_mode (str [https://docs.python.org/3/library/stdtypes.html#str], optional) – options for calculating range of 1st order LIAD for normalization, by default “naive”. Must be either “naive” or a float value in (0.0, 1.0]. If “naive”, the range is calculated using the naive peak-to-peak range. If float, the range is taken to be the range between quantile 0.5-0.5*ptp_mode and quantile 0.5+0.5*ptp_mode.


	reduce_mode (str [https://docs.python.org/3/library/stdtypes.html#str], optional) – options for reduction of the return array, by default “attribute”. Must be one of {“attribute”, “samples”, “all”, “none”}. If “all”, returns a scalar. If “attribute”, an average is taken along the sample axis and the return array is of shape (n_attributes,). If “samples”, an average is taken along the attribute axis and the return array is of shape (n_samples,). If “none”, returns a smoothness matrix of shape (n_samples, n_attributes,).


	clamp (bool [https://docs.python.org/3/library/functions.html#bool], optional) – Whether to clamp smoothness to [0, 1], by default False


	p (float [https://docs.python.org/3/library/functions.html#float], optional) – Lehmer mean power, by default 2.0 (i.e., contraharmonic mean). Only used if max_mode == “lehmer”. Must be greater than 1.0.
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update_state(z, a)

	Update metric states. This function append the latent vectors and attributes to the internal state lists.


	Parameters:

	
	z (tf.Tensor, (n_samples, n_interp) or (n_samples, n_features or n_attributes, n_interp)) – a batch of latent vectors


	a (tf.Tensor, (n_samples, n_interp) or (n_samples, n_attributes, n_interp)) – a batch of attribute(s)













	
result()

	Compute metric values from the current state. The latent vectors and attributes in the internal states are concatenated along the sample dimension and passed to the metric function to obtain the metric values.


	Returns:

	Smoothness array. See reduce mode for return shape.



	Return type:

	tf.Tensor














	
class Monotonicity(reg_dim=None, liad_mode='forward', reduce_mode='attribute', liad_thresh=0.001, degenerate_val=np.nan, nanmean=True)

	Bases: latte.metrics.keras.wrapper.KerasMetricWrapper

Calculate latent monotonicity.

Monotonicity is a measure of how monotonic an attribute changes with respect to a change in the regularizing dimension. Monotonicity of a latent vector \(\mathbf{z}\) is given by


\[\operatorname{Monotonicity}_{i,d}(\mathbf{z};\delta,\epsilon) = \dfrac{\sum_{k\in\mathfrak{K}}I_k\cdot \operatorname{sgn}(\mathcal{D}_{i,d}(\mathbf{z}+k\delta\mathbf{e}_d;\delta))}{\sum_{k\in\mathfrak{K}}I_k},\]

where \(\mathcal{D}_{i,d}(z; \delta)\) is the first-order latent-induced attribute difference (LIAD) as defined below, \(I_k = \mathbb{I}[|\mathcal{D}_{i,d}(\mathbf{z}+k\delta\mathbf{e}_d;\delta)| > \epsilon] \in \{0,1\}\), \(\mathbb{I}[\cdot]\) is the Iverson bracket operator, \(\epsilon > 0\) is a noise threshold for ignoring near-zero attribute changes, and \(\mathfrak{K}\) is the set of interpolating points (controlled by z) used during evaluation.

The first-order LIAD is defined by


\[\mathcal{D}_{i, d}(\mathbf{z}; \delta) = \dfrac{\mathcal{A}_i(\mathbf{z}+\delta \mathbf{e}_d) - \mathcal{A}_i(\mathbf{z})}{\delta}\]

where \(\mathcal{A}_i(\cdot)\) is the measurement of attribute \(a_i\) from a sample generated from its latent vector argument, \(d\) is the latent dimension regularizing \(a_i\), \(\delta>0\) is the latent step size.


	Parameters:

	
	reg_dim (Optional[List], optional) – regularized dimensions, by default None
Attribute a[:, i] is regularized by z[:, reg_dim[i]]. If None, a[:, i] is assumed to be regularized by z[:, i].


	liad_mode (str [https://docs.python.org/3/library/stdtypes.html#str], optional) – options for calculating LIAD, by default “forward”. Only “forward” is currently supported.


	reduce_mode (str [https://docs.python.org/3/library/stdtypes.html#str], optional) – options for reduction of the return array, by default “attribute”. Must be one of {“attribute”, “samples”, “all”, “none”}. If “all”, returns a scalar. If “attribute”, an average is taken along the sample axis and the return array is of shape (n_attributes,). If “samples”, an average is taken along the attribute axis and the return array is of shape (n_samples,). If “none”, returns a smoothness matrix of shape (n_samples, n_attributes,).


	liad_thresh (float [https://docs.python.org/3/library/functions.html#float], optional) – threshold for ignoring noisy 1st order LIAD, by default 1e-3


	degenerate_val (float [https://docs.python.org/3/library/functions.html#float], optional) – fill value for samples with all noisy LIAD (i.e., absolute value below liad_thresh), by default np.nan. Another possible option is to set this to 0.0.


	nanmean (bool [https://docs.python.org/3/library/functions.html#bool], optional) – whether to ignore the NaN values in calculating the return array, by default True. Ignored if reduce_mode is “none”. If all LIAD in an axis are NaNs, the return array in that axis is filled with NaNs.
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update_state(z, a)

	Update metric states. This function append the latent vectors and attributes to the internal state lists.


	Parameters:

	
	z (tf.Tensor, (n_samples, n_interp) or (n_samples, n_features or n_attributes, n_interp)) – a batch of latent vectors


	a (tf.Tensor, (n_samples, n_interp) or (n_samples, n_attributes, n_interp)) – a batch of attribute(s)













	
result()

	Compute metric values from the current state. The latent vectors and attributes in the internal states are concatenated along the sample dimension and passed to the metric function to obtain the metric values.


	Returns:

	Monotonicity array. See reduce mode for return shape.



	Return type:

	tf.Tensor


















            

          

      

      

    

  

  
    
    

    latte.metrics.keras.wrapper
    

    

    
 
  

    
      
          
            
  
latte.metrics.keras.wrapper


Module Contents


Classes



	KerasMetricWrapper

	A wrapper class for converting a Latte metric to Keras metric.







	
class KerasMetricWrapper(metric, name=None, **kwargs)

	Bases: tensorflow.keras.metrics.Metric

A wrapper class for converting a Latte metric to Keras metric.


	Parameters:

	
	metric (t.Callable[..., LatteMetric]) – Class handle of the Latte metric to be converted.


	name (t.Optional[str [https://docs.python.org/3/library/stdtypes.html#str]], optional) – Name of the Keras metric object, by default None. If None, the name of the Latte metric is used.


	**kwargs – Keyword arguments to be passed to the Latte metric.









See also


	tensorflow.keras.metrics.Metric
	Keras Metric base class








	
update_state(*args, **kwargs)

	Convert inputs to np.ndarray and call the functional update_state method.






	
result()

	Calculate the metric values and convert them to tf.Tensor or a collection of them.


	Returns:

	Metric values



	Return type:

	Union[tf.Tensor, Collection[tf.Tensor]]
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latte.metrics.torch.bundles


Module Contents


Classes



	DependencyAwareMutualInformationBundle

	Calculate Mutual Information Gap (MIG), Dependency-Aware Mutual Information Gap (DMIG), Dependency-Blind Mutual Information Gap (XMIG), and Dependency-Aware Latent Information Gap (DLIG) between latent vectors (z) and attributes (a).



	LiadInterpolatabilityBundle

	A wrapper class for converting a Latte metric to TorchMetrics metric.







	
class DependencyAwareMutualInformationBundle(reg_dim=None, discrete=False)

	Bases: latte.metrics.torch.wrapper.TorchMetricWrapper

Calculate Mutual Information Gap (MIG), Dependency-Aware Mutual Information Gap (DMIG), Dependency-Blind Mutual Information Gap (XMIG), and Dependency-Aware Latent Information Gap (DLIG) between latent vectors (z) and attributes (a).


	Parameters:

	
	reg_dim (Optional[List], optional) – regularized dimensions, by default None
Attribute a[:, i] is regularized by z[:, reg_dim[i]]. If None, a[:, i] is assumed to be regularized by z[:, i]. Note that this is the reg_dim behavior of the dependency-aware family but is different from the default reg_dim behavior of the conventional MIG.


	discrete (bool [https://docs.python.org/3/library/functions.html#bool], optional) – Whether the attributes are discrete, by default False
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update(z, a)

	Update metric states. This function converts the tensors to numpy arrays then append the latent vectors and attributes to the internal state lists.


	Parameters:

	
	z (torch.Tensor [https://pytorch.org/docs/stable/tensors.html#torch.Tensor], (n_samples, n_features)) – a batch of latent vectors


	a (torch.Tensor [https://pytorch.org/docs/stable/tensors.html#torch.Tensor], (n_samples, n_attributes) or (n_samples,)) – a batch of attribute(s)













	
compute()

	Compute metric values from the current state. The latent vectors and attributes in the internal states are concatenated along the sample dimension and passed to the metric function to obtain the metric values.


	Returns:

	A dictionary of mutual information metrics with keys [‘MIG’, ‘DMIG’, ‘XMIG’, ‘DLIG’] each mapping to a corresponding metric torch.Tensor of shape (n_attributes,).



	Return type:

	Dict[str [https://docs.python.org/3/library/stdtypes.html#str], torch.Tensor [https://pytorch.org/docs/stable/tensors.html#torch.Tensor]]














	
class LiadInterpolatabilityBundle(reg_dim=None, liad_mode='forward', max_mode='lehmer', ptp_mode='naive', reduce_mode='attribute', liad_thresh=0.001, degenerate_val=np.nan, nanmean=True, clamp=False, p=2.0)

	Bases: latte.metrics.torch.wrapper.TorchMetricWrapper

A wrapper class for converting a Latte metric to TorchMetrics metric.


	Parameters:

	
	metric (Callable[..., LatteMetric]) – Class handle of the Latte metric to be converted.


	name (Optional[str [https://docs.python.org/3/library/stdtypes.html#str]], optional) – Name of the Keras metric object, by default None. If None, the name of the Latte metric is used.


	**kwargs – Keyword arguments to be passed to the Latte metric.


	compute_on_step – Forward only calls update() and returns None if this is set to False.


	dist_sync_on_step – Synchronize metric state across processes at each forward()
before returning the value at the step.


	process_group – Specify the process group on which synchronization is called.
default: None (which selects the entire world)


	dist_sync_fn – Callback that performs the allgather operation on the metric state. When None, DDP
will be used to perform the allgather.


	reg_dim (Optional[List[int [https://docs.python.org/3/library/functions.html#int]]]) – 


	liad_mode (str [https://docs.python.org/3/library/stdtypes.html#str]) – 


	max_mode (str [https://docs.python.org/3/library/stdtypes.html#str]) – 


	ptp_mode (Union[float [https://docs.python.org/3/library/functions.html#float], str [https://docs.python.org/3/library/stdtypes.html#str]]) – 


	reduce_mode (str [https://docs.python.org/3/library/stdtypes.html#str]) – 


	liad_thresh (float [https://docs.python.org/3/library/functions.html#float]) – 


	degenerate_val (float [https://docs.python.org/3/library/functions.html#float]) – 


	nanmean (bool [https://docs.python.org/3/library/functions.html#bool]) – 


	clamp (bool [https://docs.python.org/3/library/functions.html#bool]) – 


	p (float [https://docs.python.org/3/library/functions.html#float]) – 









See also


	torchmetrics.Metric [https://torchmetrics.readthedocs.io/en/stable/pages/implement.html#torchmetrics.Metric]
	TorchMetrics base metric class








	
update(z, a)

	Update metric states. This function append the latent vectors and attributes to the internal state lists.


	Parameters:

	
	z (torch.Tensor [https://pytorch.org/docs/stable/tensors.html#torch.Tensor], (n_samples, n_interp) or (n_samples, n_features or n_attributes, n_interp)) – a batch of latent vectors


	a (torch.Tensor [https://pytorch.org/docs/stable/tensors.html#torch.Tensor], (n_samples, n_interp) or (n_samples, n_attributes, n_interp)) – a batch of attribute(s)













	
compute()

	Compute metric values from the current state. The latent vectors and attributes in the internal states are concatenated along the sample dimension and passed to the metric function to obtain the metric values.


	Returns:

	A dictionary of LIAD-based interpolatability metrics with keys [‘smoothness’, ‘monotonicity’] each mapping to a corresponding metric torch.Tensor. See reduce_mode for details on the shape of the return arrays.



	Return type:

	Dict[str [https://docs.python.org/3/library/stdtypes.html#str], torch.Tensor [https://pytorch.org/docs/stable/tensors.html#torch.Tensor]]


















            

          

      

      

    

  

  
    
    

    latte.metrics.torch.disentanglement
    

    

    
 
  

    
      
          
            
  
latte.metrics.torch.disentanglement


Module Contents


Classes



	MutualInformationGap

	Calculate Mutual Information Gap (MIG) between latent vectors and attributes.



	DependencyAwareMutualInformationGap

	Calculate Dependency-Aware Mutual Information Gap (DMIG) between latent vectors and attributes



	DependencyAwareLatentInformationGap

	Calculate Dependency-Aware Latent Information Gap (DLIG) between latent vectors and attributes



	DependencyBlindMutualInformationGap

	Calculate Dependency-Blind Mutual Information Gap (XMIG) between latent vectors and attributes



	SeparateAttributePredictability

	Calculate Separate Attribute Predictability (SAP) between latent vectors and attributes



	Modularity

	Calculate Modularity between latent vectors and attributes








Attributes



	MIG

	alias for MutualInformationGap



	DMIG

	alias for DependencyAwareMutualInformationGap



	DLIG

	alias for DependencyAwareLatentInformationGap



	XMIG

	alias for DependencyBlindMutualInformationGap



	SAP

	alias for SeparateAttributePredictability







	
class MutualInformationGap(reg_dim=None, discrete=False, fill_reg_dim=False)

	Bases: latte.metrics.torch.wrapper.TorchMetricWrapper

Calculate Mutual Information Gap (MIG) between latent vectors and attributes.

Mutual Information Gap measures the degree of disentanglement. For each attribute, MIG is calculated by difference in the mutual informations between that of the attribute and its most informative latent dimension, and that of the attribute and its second-most informative latent dimension. Mathematically, MIG is given by


\[\operatorname{MIG}(a_i, \mathbf{z}) = \dfrac{\mathcal{I}(a_i, z_j)-\mathcal{I}(a_i, z_k)}{\mathcal{H}(a_i)},\]

where \(j=\operatorname{arg}\max_n \mathcal{I}(a_i, z_n)\), \(k=\operatorname{arg}\max_{n≠j} \mathcal{I}(a_i, z_n)\), \(\mathcal{I}(\cdot,\cdot)\) is mutual information, and \(\mathcal{H}(\cdot)\) is entropy.

If reg_dim is specified, \(j\) is instead overwritten to reg_dim[i], while \(k=\operatorname{arg}\max_{n≠j} \mathcal{I}(a_i, z_n)\) as usual.

MIG is best applied for independent attributes.


	Parameters:

	
	reg_dim (Optional[List], optional) – regularized dimensions, by default None
Attribute a[:, i] is regularized by z[:, reg_dim[i]]. If reg_dim is provided, the first mutual information is always taken between the regularized dimension and the attribute, and MIG may be negative.


	discrete (bool [https://docs.python.org/3/library/functions.html#bool], optional) – Whether the attributes are discrete, by default False


	fill_reg_dim (bool [https://docs.python.org/3/library/functions.html#bool], optional) – Whether to automatically fill reg_dim with range(n_attributes), by default False. If fill_reg_dim is True, the reg_dim behavior is the same as the dependency-aware family. This option is mainly used for compatibility with the dependency-aware family in a bundle.









See also


	bundles.DependencyAwareMutualInformationBundle
	Dependency-Aware Mutual Information Bundle



	DependencyAwareMutualInformationGap
	Dependency-Aware Mutual Information Gap



	DependencyBlindMutualInformationGap
	Dependency-Blind Mutual Information Gap



	DependencyAwareLatentInformationGap
	Dependency-Aware Latent Information Gap
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update(z, a)

	Update metric states. This function converts the tensors to numpy arrays then append the latent vectors and attributes to the internal state lists.


	Parameters:

	
	z (torch.Tensor [https://pytorch.org/docs/stable/tensors.html#torch.Tensor], (n_samples, n_features)) – a batch of latent vectors


	a (torch.Tensor [https://pytorch.org/docs/stable/tensors.html#torch.Tensor], (n_samples, n_attributes) or (n_samples,)) – a batch of attribute(s)













	
compute()

	Compute metric values from the current state. The latent vectors and attributes in the internal states are concatenated along the sample dimension and passed to the metric function to obtain the metric values.


	Returns:

	MIG for each attribute



	Return type:

	tf.Tensor, (n_attributes,)














	
class DependencyAwareMutualInformationGap(reg_dim=None, discrete=False)

	Bases: latte.metrics.torch.wrapper.TorchMetricWrapper

Calculate Dependency-Aware Mutual Information Gap (DMIG) between latent vectors and attributes

Dependency-Aware Mutual Information Gap (DMIG) is a dependency-aware version of MIG that accounts for attribute interdependence observed in real-world data. Mathematically, DMIG is given by


\[\operatorname{DMIG}(a_i, \mathbf{z}) = \dfrac{\mathcal{I}(a_i, z_j)-\mathcal{I}(a_i, z_k)}{\mathcal{H}(a_i|a_l)},\]

where \(j=\operatorname{arg}\max_n \mathcal{I}(a_i, z_n)\), \(k=\operatorname{arg}\max_{n≠j} \mathcal{I}(a_i, z_n)\), \(\mathcal{I}(\cdot,\cdot)\) is mutual information, \(\mathcal{H}(\cdot|\cdot)\) is conditional entropy, and \(a_l\) is the attribute regularized by \(z_k\). If \(z_k\) is not regularizing any attribute, DMIG reduces to the usual MIG. DMIG compensates for the reduced maximum possible value of the numerator due to attribute interdependence.

If reg_dim is specified, \(j\) is instead overwritten to reg_dim[i], while \(k=\operatorname{arg}\max_{n≠j} \mathcal{I}(a_i, z_n)\) as usual.


	Parameters:

	
	reg_dim (Optional[List], optional) – regularized dimensions, by default None
Attribute a[:, i] is regularized by z[:, reg_dim[i]]. If None, a[:, i] is assumed to be regularized by z[:, i].


	discrete (bool [https://docs.python.org/3/library/functions.html#bool], optional) – Whether the attributes are discrete, by default False









See also


	bundles.DependencyAwareMutualInformationBundle
	Dependency-Aware Mutual Information Bundle



	MutualInformationGap
	Mutual Information Gap



	DependencyBlindMutualInformationGap
	Dependency-Blind Mutual Information Gap



	DependencyAwareLatentInformationGap
	Dependency-Aware Latent Information Gap
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update(z, a)

	Update metric states. This function converts the tensors to numpy arrays then append the latent vectors and attributes to the internal state lists.


	Parameters:

	
	z (torch.Tensor [https://pytorch.org/docs/stable/tensors.html#torch.Tensor], (n_samples, n_features)) – a batch of latent vectors


	a (torch.Tensor [https://pytorch.org/docs/stable/tensors.html#torch.Tensor], (n_samples, n_attributes) or (n_samples,)) – a batch of attribute(s)













	
compute()

	Compute metric values from the current state. The latent vectors and attributes in the internal states are concatenated along the sample dimension and passed to the metric function to obtain the metric values.


	Returns:

	DMIG for each attribute



	Return type:

	tf.Tensor, (n_attributes,)














	
class DependencyAwareLatentInformationGap(reg_dim=None, discrete=False)

	Bases: latte.metrics.torch.wrapper.TorchMetricWrapper

Calculate Dependency-Aware Latent Information Gap (DLIG) between latent vectors and attributes

Dependency-aware Latent Information Gap (DLIG) is a latent-centric counterpart to DMIG. DLIG evaluates disentanglement of a set of semantic attributes \(\{a_i\}\) with respect to a latent dimension \(z_d\) such that


\[\operatorname{DLIG}(\{a_i\}, z_d) = \dfrac{\mathcal{I}(a_j, z_d)-\mathcal{I}(a_k, z_d)}{\mathcal{H}(a_j|a_k)},\]

where \(j=\operatorname{arg}\max_i \mathcal{I}(a_i, z_d)\), \(k=\operatorname{arg}\max_{i≠j} \mathcal{I}(a_i, z_d)\), \(\mathcal{I}(\cdot,\cdot)\) is mutual information, and \(\mathcal{H}(\cdot|\cdot)\) is conditional entropy.

If reg_dim is specified, \(j\) is instead overwritten to reg_dim[i], while \(k=\operatorname{arg}\max_{i≠j} \mathcal{I}(a_i, z_d)\) as usual.


	Parameters:

	
	reg_dim (Optional[List], optional) – regularized dimensions, by default None
Attribute a[:, i] is regularized by z[:, reg_dim[i]]. If None, a[:, i] is assumed to be regularized by z[:, i].


	discrete (bool [https://docs.python.org/3/library/functions.html#bool], optional) – Whether the attributes are discrete, by default False









See also


	bundles.DependencyAwareMutualInformationBundle
	Dependency-Aware Mutual Information Bundle



	MutualInformationGap
	Mutual Information Gap



	DependencyBlindMutualInformationGap
	Dependency-Blind Mutual Information Gap



	DependencyAwareMutualInformationGap
	Dependency-Aware Mutual Information Gap
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update(z, a)

	Update metric states. This function converts the tensors to numpy arrays then append the latent vectors and attributes to the internal state lists.


	Parameters:

	
	z (torch.Tensor [https://pytorch.org/docs/stable/tensors.html#torch.Tensor], (n_samples, n_features)) – a batch of latent vectors


	a (torch.Tensor [https://pytorch.org/docs/stable/tensors.html#torch.Tensor], (n_samples, n_attributes) or (n_samples,)) – a batch of attribute(s)













	
compute()

	Compute metric values from the current state. The latent vectors and attributes in the internal states are concatenated along the sample dimension and passed to the metric function to obtain the metric values.


	Returns:

	DLIG for each attribute-regularizing latent dimension



	Return type:

	tf.Tensor, (n_attributes,)














	
class DependencyBlindMutualInformationGap(reg_dim=None, discrete=False)

	Bases: latte.metrics.torch.wrapper.TorchMetricWrapper

Calculate Dependency-Blind Mutual Information Gap (XMIG) between latent vectors and attributes

Dependency-blind Mutual Information Gap (XMIG) is a complementary metric to MIG and DMIG that measures the gap in mutual information with the subtrahend restricted to dimensions which do not regularize any attribute. XMIG is given by


\[\operatorname{XMIG}(a_i, \mathbf{z}) = \dfrac{\mathcal{I}(a_i, z_j)-\mathcal{I}(a_i, z_k)}{\mathcal{H}(a_i)},\]

where \(j=\operatorname{arg}\max_d \mathcal{I}(a_i, z_d)\), \(k=\operatorname{arg}\max_{d∉\mathcal{D}} \mathcal{I}(a_i, z_d)\), \(\mathcal{I}(\cdot,\cdot)\) is mutual information, \(\mathcal{H}(\cdot)\) is entropy, and \(\mathcal{D}\) is a set of latent indices which do not regularize any attribute. XMIG allows monitoring of latent disentanglement exclusively against attribute-unregularized latent dimensions.

If reg_dim is specified, \(j\) is instead overwritten to reg_dim[i], while \(k=\operatorname{arg}\max_{d∉\mathcal{D}} \mathcal{I}(a_i, z_d)\) as usual.


	Parameters:

	
	reg_dim (Optional[List], optional) – regularized dimensions, by default None
Attribute a[:, i] is regularized by z[:, reg_dim[i]]. If None, a[:, i] is assumed to be regularized by z[:, i].


	discrete (bool [https://docs.python.org/3/library/functions.html#bool], optional) – Whether the attributes are discrete, by default False









See also


	bundles.DependencyAwareMutualInformationBundle
	Dependency-Aware Mutual Information Bundle



	MutualInformationGap
	Mutual Information Gap



	DependencyAwareMutualInformationGap
	Dependency-Aware Mutual Information Gap



	DependencyAwareLatentInformationGap
	Dependency-Aware Latent Information Gap
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update(z, a)

	Update metric states. This function converts the tensors to numpy arrays then append the latent vectors and attributes to the internal state lists.


	Parameters:

	
	z (torch.Tensor [https://pytorch.org/docs/stable/tensors.html#torch.Tensor], (n_samples, n_features)) – a batch of latent vectors


	a (torch.Tensor [https://pytorch.org/docs/stable/tensors.html#torch.Tensor], (n_samples, n_attributes) or (n_samples,)) – a batch of attribute(s)













	
compute()

	Compute metric values from the current state. The latent vectors and attributes in the internal states are concatenated along the sample dimension and passed to the metric function to obtain the metric values.


	Returns:

	XMIG for each attribute



	Return type:

	tf.Tensor, (n_attributes,)














	
class SeparateAttributePredictability(reg_dim=None, discrete=False, l2_reg=1.0, thresh=1e-12)

	Bases: latte.metrics.torch.wrapper.TorchMetricWrapper

Calculate Separate Attribute Predictability (SAP) between latent vectors and attributes

Separate Attribute Predictability (SAP) is similar in nature to MIG but, instead of mutual information, uses the coefficient of determination for continuous attributes and classification accuracy for discrete attributes to measure the extent of relationship between a latent dimension and an attribute. SAP is given by


\[\operatorname{SAP}(a_i, \mathbf{z}) = \mathcal{S}(a_i, z_j)-\mathcal{S}(a_i, z_k),\]

where \(j=\operatorname{arg}\max_d \mathcal{S}(a_i, z_d)\), \(k=\operatorname{arg}\max_{d≠j} \mathcal{S}(a_i, z_d)\), and \(\mathcal{S}(\cdot,\cdot)\) is either the coefficient of determination or classification accuracy.

If reg_dim is specified, \(j\) is instead overwritten to reg_dim[i], while \(k=\operatorname{arg}\max_{d≠j} \mathcal{S}(a_i, z_d)\) as usual.


	Parameters:

	
	reg_dim (Optional[List], optional) – regularized dimensions, by default None
Attribute a[:, i] is regularized by z[:, reg_dim[i]]. If None, a[:, i] is assumed to be regularized by z[:, i].


	discrete (bool [https://docs.python.org/3/library/functions.html#bool], optional) – Whether the attributes are discrete, by default False


	l2_reg (float [https://docs.python.org/3/library/functions.html#float], optional) – regularization parameter for linear classifier, by default 1.0. Ignored if discrete is False. See sklearn.svm.LinearSVC for more details.


	thresh (float [https://docs.python.org/3/library/functions.html#float], optional) – threshold for latent vector variance, by default 1e-12. Latent dimensions with variance below thresh will have SAP contribution zeroed. Ignored if discrete is True.









See also


	sklearn.svm.LinearSVC [https://scikit-learn.org/stable/modules/generated/sklearn.svm.LinearSVC.html#sklearn.svm.LinearSVC]
	Linear SVC
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update(z, a)

	Update metric states. This function converts the tensors to numpy arrays then append the latent vectors and attributes to the internal state lists.


	Parameters:

	
	z (torch.Tensor [https://pytorch.org/docs/stable/tensors.html#torch.Tensor], (n_samples, n_features)) – a batch of latent vectors


	a (torch.Tensor [https://pytorch.org/docs/stable/tensors.html#torch.Tensor], (n_samples, n_attributes) or (n_samples,)) – a batch of attribute(s)













	
compute()

	Compute metric values from the current state. The latent vectors and attributes in the internal states are concatenated along the sample dimension and passed to the metric function to obtain the metric values.


	Returns:

	SAP for each attribute



	Return type:

	tf.Tensor, (n_attributes,)














	
class Modularity(reg_dim=None, discrete=False, thresh=1e-12)

	Bases: latte.metrics.torch.wrapper.TorchMetricWrapper

Calculate Modularity between latent vectors and attributes

Modularity is a letent-centric measure of disentanglement based on mutual information. Modularity measures the degree in which a latent dimension contains information about only one attribute, and is given by


\[\operatorname{Modularity}(\{a_i\}, z_d) = 1-\dfrac{\sum_{i≠j}(\mathcal{I}(a_i, z_d)/\mathcal{I}(a_j, z_d))^2}{|{a_i}| -1},\]

where \(j=\operatorname{arg}\max_i \mathcal{I}(a_i, z_d)\), and \(\mathcal{I}(\cdot,\cdot)\) is mutual information.

reg_dim is currently ignored in Modularity.


	Parameters:

	
	reg_dim (Optional[List], optional) – regularized dimensions, by default None.
Attribute a[:, i] is regularized by z[:, reg_dim[i]]. If None, a[:, i] is assumed to be regularized by z[:, i].


	discrete (bool [https://docs.python.org/3/library/functions.html#bool], optional) – Whether the attributes are discrete, by default False


	thresh (float [https://docs.python.org/3/library/functions.html#float], optional) – threshold for mutual information, by default 1e-12. Latent-attribute pair with variance below thresh will have modularity contribution zeroed.
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update(z, a)

	Update metric states. This function converts the tensors to numpy arrays then append the latent vectors and attributes to the internal state lists.


	Parameters:

	
	z (torch.Tensor [https://pytorch.org/docs/stable/tensors.html#torch.Tensor], (n_samples, n_features)) – a batch of latent vectors


	a (torch.Tensor [https://pytorch.org/docs/stable/tensors.html#torch.Tensor], (n_samples, n_attributes) or (n_samples,)) – a batch of attribute(s)













	
compute()

	Compute metric values from the current state. The latent vectors and attributes in the internal states are concatenated along the sample dimension and passed to the metric function to obtain the metric values.


	Returns:

	Modularity for each attribute-regularizing latent dimension



	Return type:

	tf.Tensor, (n_attributes,)














	
MIG

	alias for MutualInformationGap






	
DMIG

	alias for DependencyAwareMutualInformationGap






	
DLIG

	alias for DependencyAwareLatentInformationGap






	
XMIG

	alias for DependencyBlindMutualInformationGap






	
SAP

	alias for SeparateAttributePredictability
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latte.metrics.torch.interpolatability


Module Contents


Classes



	Smoothness

	Calculate latent smoothness.



	Monotonicity

	Calculate latent monotonicity.







	
class Smoothness(reg_dim=None, liad_mode='forward', max_mode='lehmer', ptp_mode='naive', reduce_mode='attribute', clamp=False, p=2.0)

	Bases: latte.metrics.torch.wrapper.TorchMetricWrapper

Calculate latent smoothness.

Smoothness is a measure of how smoothly an attribute changes with respect to a change in the regularizing latent dimension. Smoothness of a latent vector \(\mathbf{z}\) is based on the concept of second-order derivative, and is given by


\[\operatorname{Smoothness}_{i,d}(\mathbf{z};\delta) = 1-\dfrac{\mathcal{C}_{k\in\mathfrak{K}}[\mathcal{D}_{i,d}^{(2)}(\mathbf{z} + k\delta\mathbf{e}_d;\delta )]}{\delta^{-1}\mathcal{R}_{k\in\mathfrak{K}}[\mathcal{D}_{i,d}^{(1)}(\mathbf{z} + k\delta\mathbf{e}_d;\delta )]},\]

where \(\mathcal{D}_{i,d}^{(n)}(z; \delta)\) is the \(n\) th order latent-induced attribute difference (LIAD) as defined below, \(\mathbf{e}_d\) is the \(d\) th elementary vector, \(\mathcal{C}_{k\in\mathfrak{K}}[\cdot]\) is the Lehmer mean (with p=2 by default) of its arguments over values of \(k\in\mathfrak{K}\), and \(\mathcal{R}_{k\in\mathfrak{K}}[\cdot]\) is the range of its arguments over values of \(k\in\mathfrak{K}\) (controlled by ptp_mode), and \(\mathfrak{K}\) is the set of interpolating points (controlled by z) used during evaluation.

The first-order LIAD is defined by


\[\mathcal{D}_{i, d}(\mathbf{z}; \delta) = \dfrac{\mathcal{A}_i(\mathbf{z}+\delta \mathbf{e}_d) - \mathcal{A}_i(\mathbf{z})}{\delta}\]

where \(\mathcal{A}_i(\cdot)\) is the measurement of attribute \(a_i\) from a sample generated from its latent vector argument, \(d\) is the latent dimension regularizing \(a_i\), \(\delta>0\) is the latent step size.

Higher-order LIADs are defined by


\[\mathcal{D}^{(n)}_{i, d}(\mathbf{z}; \delta) =\dfrac{{\mathcal{D}^{(n-1)}_i(\mathbf{z}+\delta \mathbf{e}_d) - \mathcal{D}^{(n-1)}_i(\mathbf{z})}}{\delta}.\]


	Parameters:

	
	reg_dim (Optional[List], optional) – regularized dimensions, by default None
Attribute a[:, i] is regularized by z[:, reg_dim[i]]. If None, a[:, i] is assumed to be regularized by z[:, i].


	liad_mode (str [https://docs.python.org/3/library/stdtypes.html#str], optional) – options for calculating LIAD, by default “forward”. Only “forward” is currently supported.


	max_mode (str [https://docs.python.org/3/library/stdtypes.html#str], optional) – options for calculating array maximum of 2nd order LIAD, by default “lehmer”. Must be one of {“lehmer”, “naive”}. If “lehmer”, the maximum is calculated using the Lehmer mean with power p. If “naive”, the maximum is calculated using the naive array maximum.


	ptp_mode (str [https://docs.python.org/3/library/stdtypes.html#str], optional) – options for calculating range of 1st order LIAD for normalization, by default “naive”. Must be either “naive” or a float value in (0.0, 1.0]. If “naive”, the range is calculated using the naive peak-to-peak range. If float, the range is taken to be the range between quantile 0.5-0.5*ptp_mode and quantile 0.5+0.5*ptp_mode.


	reduce_mode (str [https://docs.python.org/3/library/stdtypes.html#str], optional) – options for reduction of the return array, by default “attribute”. Must be one of {“attribute”, “samples”, “all”, “none”}. If “all”, returns a scalar. If “attribute”, an average is taken along the sample axis and the return array is of shape (n_attributes,). If “samples”, an average is taken along the attribute axis and the return array is of shape (n_samples,). If “none”, returns a smoothness matrix of shape (n_samples, n_attributes,).


	clamp (bool [https://docs.python.org/3/library/functions.html#bool], optional) – Whether to clamp smoothness to [0, 1], by default False


	p (float [https://docs.python.org/3/library/functions.html#float], optional) – Lehmer mean power, by default 2.0 (i.e., contraharmonic mean). Only used if max_mode == “lehmer”. Must be greater than 1.0.
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update(z, a)

	Update metric states. This function append the latent vectors and attributes to the internal state lists.


	Parameters:

	
	z (torch.Tensor [https://pytorch.org/docs/stable/tensors.html#torch.Tensor], (n_samples, n_interp) or (n_samples, n_features or n_attributes, n_interp)) – a batch of latent vectors


	a (torch.Tensor [https://pytorch.org/docs/stable/tensors.html#torch.Tensor], (n_samples, n_interp) or (n_samples, n_attributes, n_interp)) – a batch of attribute(s)













	
compute()

	Compute metric values from the current state. The latent vectors and attributes in the internal states are concatenated along the sample dimension and passed to the metric function to obtain the metric values.


	Returns:

	Smoothness array. See reduce mode for return shape.



	Return type:

	torch.Tensor [https://pytorch.org/docs/stable/tensors.html#torch.Tensor], (n_attributes,)














	
class Monotonicity(reg_dim=None, liad_mode='forward', reduce_mode='attribute', liad_thresh=0.001, degenerate_val=np.nan, nanmean=True)

	Bases: latte.metrics.torch.wrapper.TorchMetricWrapper

Calculate latent monotonicity.

Monotonicity is a measure of how monotonic an attribute changes with respect to a change in the regularizing dimension. Monotonicity of a latent vector \(\mathbf{z}\) is given by


\[\operatorname{Monotonicity}_{i,d}(\mathbf{z};\delta,\epsilon) = \dfrac{\sum_{k\in\mathfrak{K}}I_k\cdot \operatorname{sgn}(\mathcal{D}_{i,d}(\mathbf{z}+k\delta\mathbf{e}_d;\delta))}{\sum_{k\in\mathfrak{K}}I_k},\]

where \(\mathcal{D}_{i,d}(z; \delta)\) is the first-order latent-induced attribute difference (LIAD) as defined below, \(I_k = \mathbb{I}[|\mathcal{D}_{i,d}(\mathbf{z}+k\delta\mathbf{e}_d;\delta)| > \epsilon] \in \{0,1\}\), \(\mathbb{I}[\cdot]\) is the Iverson bracket operator, \(\epsilon > 0\) is a noise threshold for ignoring near-zero attribute changes, and \(\mathfrak{K}\) is the set of interpolating points (controlled by z) used during evaluation.

The first-order LIAD is defined by


\[\mathcal{D}_{i, d}(\mathbf{z}; \delta) = \dfrac{\mathcal{A}_i(\mathbf{z}+\delta \mathbf{e}_d) - \mathcal{A}_i(\mathbf{z})}{\delta}\]

where \(\mathcal{A}_i(\cdot)\) is the measurement of attribute \(a_i\) from a sample generated from its latent vector argument, \(d\) is the latent dimension regularizing \(a_i\), \(\delta>0\) is the latent step size.


	Parameters:

	
	reg_dim (Optional[List], optional) – regularized dimensions, by default None
Attribute a[:, i] is regularized by z[:, reg_dim[i]]. If None, a[:, i] is assumed to be regularized by z[:, i].


	liad_mode (str [https://docs.python.org/3/library/stdtypes.html#str], optional) – options for calculating LIAD, by default “forward”. Only “forward” is currently supported.


	reduce_mode (str [https://docs.python.org/3/library/stdtypes.html#str], optional) – options for reduction of the return array, by default “attribute”. Must be one of {“attribute”, “samples”, “all”, “none”}. If “all”, returns a scalar. If “attribute”, an average is taken along the sample axis and the return array is of shape (n_attributes,). If “samples”, an average is taken along the attribute axis and the return array is of shape (n_samples,). If “none”, returns a smoothness matrix of shape (n_samples, n_attributes,).


	liad_thresh (float [https://docs.python.org/3/library/functions.html#float], optional) – threshold for ignoring noisy 1st order LIAD, by default 1e-3


	degenerate_val (float [https://docs.python.org/3/library/functions.html#float], optional) – fill value for samples with all noisy LIAD (i.e., absolute value below liad_thresh), by default np.nan. Another possible option is to set this to 0.0.


	nanmean (bool [https://docs.python.org/3/library/functions.html#bool], optional) – whether to ignore the NaN values in calculating the return array, by default True. Ignored if reduce_mode is “none”. If all LIAD in an axis are NaNs, the return array in that axis is filled with NaNs.
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update(z, a)

	Update metric states. This function append the latent vectors and attributes to the internal state lists.


	Parameters:

	
	z (torch.Tensor [https://pytorch.org/docs/stable/tensors.html#torch.Tensor], (n_samples, n_interp) or (n_samples, n_features or n_attributes, n_interp)) – a batch of latent vectors


	a (torch.Tensor [https://pytorch.org/docs/stable/tensors.html#torch.Tensor], (n_samples, n_interp) or (n_samples, n_attributes, n_interp)) – a batch of attribute(s)













	
compute()

	Compute metric values from the current state. The latent vectors and attributes in the internal states are concatenated along the sample dimension and passed to the metric function to obtain the metric values.


	Returns:

	Monotonicity array. See reduce mode for return shape.



	Return type:

	torch.Tensor [https://pytorch.org/docs/stable/tensors.html#torch.Tensor], (n_attributes,)
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Module Contents


Classes



	TorchMetricWrapper

	A wrapper class for converting a Latte metric to TorchMetrics metric.







	
class TorchMetricWrapper(metric, name=None, compute_on_step=False, dist_sync_on_step=False, process_group=None, dist_sync_fn=None, **kwargs)

	Bases: torchmetrics.Metric [https://torchmetrics.readthedocs.io/en/stable/pages/implement.html#torchmetrics.Metric]

A wrapper class for converting a Latte metric to TorchMetrics metric.


	Parameters:

	
	metric (Callable[..., LatteMetric]) – Class handle of the Latte metric to be converted.


	name (Optional[str [https://docs.python.org/3/library/stdtypes.html#str]], optional) – Name of the Keras metric object, by default None. If None, the name of the Latte metric is used.


	**kwargs – Keyword arguments to be passed to the Latte metric.


	compute_on_step (bool [https://docs.python.org/3/library/functions.html#bool]) – Forward only calls update() and returns None if this is set to False.


	dist_sync_on_step (bool [https://docs.python.org/3/library/functions.html#bool]) – Synchronize metric state across processes at each forward()
before returning the value at the step.


	process_group (Optional[Any]) – Specify the process group on which synchronization is called.
default: None (which selects the entire world)


	dist_sync_fn (Callable) – Callback that performs the allgather operation on the metric state. When None, DDP
will be used to perform the allgather.









See also


	torchmetrics.Metric [https://torchmetrics.readthedocs.io/en/stab